UMONS
Faculté des Sciences
Département d’Informatique

UMONS

Dichotomies in the Complexity
of Counting Database Repairs

Dany Maslowski

A dissertation submitted in fulfillment of the requirements of
the degree of Docteur en Sciences

Advisors Jury
Dr. VERONIQUE BRUYERE Dr. VERONIQUE BRUYERE
Université de Mons, Belgique Université de Mons, Belgique
Dr. JEF WIJSEN Dr. OLIVIER DELGRANGE
Université de Mons, Belgique Université de Mons, Belgique

Dr. ARNAUD DURAND

Université de Paris 7, France

Dr. FLORIS GEERTS

Universiteit Antwerpen, Belgique

Dr. CHRISTIAN MICHAUX
Université de Mons, Belgique

Dr. STIUN VANSUMMMEREN
Université Libre de Bruxelles, Belgique
Dr. JEF WIJSEN

Université de Mons, Belgique

May 2015






Acknowledgments

First of all, I would like to thank Jef Wijsen for supervising my PhD. His passion
for databases and his enthusiasm to discuss research have been an important
point for the fulfillment of my doctorate.

I also thank professors, and more particularly Véronique Bruyére, for giving
me their trust for taking part to their courses. I really enjoyed the teaching part
of my PhD.

I am very grateful to each of my jury members for taking time to read this
thesis.

Thanks to my mother for always believing in my capacities and for giving me
all necessary resources to succeed in studies.

These last years at the university have been outstanding thanks to the pres-
ence of my colleagues, but above all my friends, Quentin, Gwendolyn, Sylvain,
Stephan, Fabien, Jonathan, Noémie, Stéphanie, Christian and others.

Thanks to Fanny for her love and support. Despite the scientific progress, no
research will allow to find the happiness that I found close to you.






Abstract

An uncertain database db is defined as a relational database in which primary
keys need not be satisfied. A repair is obtained by selecting a maximal number of
tuples without ever selecting two distinct tuples of the same relation that agree
on their primary key. Clearly, the number of possible repairs can be exponential
in the size of the database.

Given a Boolean query ¢, we define fCERTAINTY (g) as the following counting
problem: Given an uncertain database db, how many repairs of db satisfy ¢?
A major result is that conjunctive queries ¢ without self-join exhibit an effective
complexity dichotomy: $CERTAINTY (¢) is in FP or §P-complete.

This result is extended in two ways. First, the data model is generalized to
multibases. A multibase is a pair (db, ) where db is an uncertain database
and p associates a multiplicity (a positive integer) to each fact of db. In data
integration, the multiplicity of a fact g can indicate the number of data sources
in which g was found. Every repair of a multibase has a support count, which
is the product of the multiplicities of its facts. For a fixed Boolean query g,
oCERTAINTY/(q) is defined as the following counting problem: Given a multibase
(db, i), determine the weighted number of repairs of db satisfying ¢q. The class
of problems containing cCERTAINTY(q), for each Boolean conjunctive query ¢
without self-join, exhibits an effective FP-fP-hard dichotomy.

Next, the complexity of fCERTAINTY (¢) is investigated for Boolean conjunc-
tive queries with self-joins. An effective FP-fP-complete complexity dichotomy is
obtained for the class of problems that contains fCERTAINTY (g) for each Boolean
conjunctive query ¢ in which all primary keys consist of a single attribute.
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Introduction

Primary key violations are a natural way for modeling uncertainty in the rela-
tional data model. Tuples of the same relation with the same primary key value
are mutually exclusive alternatives for each other. This representation of uncer-
tainty is also used in probabilistic databases, where each tuple is associated with
a probability and distinct tuples with the same primary key value are disjoint
probabilistic events [39, p. 35].

In this thesis, the term uncertain database is used for databases with primary
key constraints that need not be satisfied. Such uncertainty is not necessarily
a bad thing. In planning databases, for example, primary key violations can
represent different alternatives. In the conference planning database of Figure 1.1,
where primary keys are underlined, the exact town of VLDB 2016 is still uncertain
(it can be Mons, Gent, or Paris). Uncertainty also arises as an inconvenient but
inescapable consequence of data integration and data exchange. Many database
applications require integrating data from multiple sources. Some data sources
may store inaccurate or outdated values for the same entity [18]. Users often do
not know which value is the correct one. The relation S in Figure 1.1 combines
data from two different sources, each providing a different country for the city of

Tunis.

Uncertainty by primary key violations gives rise to (exponentially many) “pos-
sible worlds,” which we will call repairs: every repair is obtained by selecting a
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S | Town Country

R | Conf Year Town Mons  Belgium
VLDB 2016 Mons Gent  Belgium
VLDB 2016 Gent Paris  France
VLDB 2016 Paris Tunis  France

Tunis  Tunisia

T | Country Cont

Belgium  Europe
France Europe
Tunisia Africa

Figure 1.1: An uncertain database.

maximal number of tuples from each relation without ever selecting two distinct
tuples that agree on their primary key. The database of Figure 1.1 has six repairs,
because there are three choices for the town of VLDB 2016, and two choices for
the country of Tunis. Figure 1.2 shows two repairs.

Semantics of querying follows the conventional paradigm of consistent query
answering |4, 7]: Given a Boolean query ¢, the decision problem CERTAINTY(q)
takes as input an uncertain database db and asks whether q is satisfied by every
repair of db.

In [42, 43, 44, 45], Wijsen has studied the problem CERTAINTY (q) for fixed
Boolean conjunctive queries ¢q. For example, each repair of our example database
satisfies the Boolean conjunctive query:

J23y3z(R(‘VLDB’, z,y) A S(y, z) A T(z, ‘Burope’))

stating that VLDB will be organized in Europe in some year. On the other hand,

not all repairs satisfy the query:
q = EIxEIyEIz(R(‘VLDB’,:c, y) N S(y, ‘Belgium’)) ,

stating that VLDB will be organized in Belgium in some year. A natural follow-
up question here is: “How many repairs satisfy ¢q17”. We may be interested to
know, for example, whether a query is true in [more than| n repairs (for some n).
The query ¢ is satisfied by four repairs (out of six) of our example database.



R ‘ Conf Year Town R ‘ Conf Year Town
| VLDB 2016  Mons | VLDB 2016  Gent

S | Town Country S | Town Country
Mons  Belgium Mons  Belgium
Gent  Belgium Gent  Belgium
Paris  France Paris  France
Tunis  France Tunis  Tunisia

T | Country Cont T | Country Cont
Belgium  Europe Belgium  Europe
France Furope France Europe
Tunisia Africa Tunisia Africa

Figure 1.2: Two repairs of the uncertain database in Figure 1.1.

This leads to a counting variant of CERTAINTY(q), which will be denoted
#CERTAINTY(q). This problem takes as input an uncertain database db and
asks to determine the number of repairs of db that satisfy the query q.

An important main result of this thesis is a complexity dichotomy: for every
self-join-free Boolean conjunctive query ¢, the counting problem $CERTAINTY (q)
is either in FP or fP-complete. A conjunctive query is self-join-free if no relation
name occurs more than once in it. The class §P contains the counting variant of
problems in NP (more details are given in Section 2.3).

Moreover, the obtained dichotomy is effective, in the sense that we give an
algorithm that takes as input a self-join-free Boolean conjunctive query g and
determines whether fCERTAINTY (¢) is in FP or P-complete.

The study of §CERTAINTY(q) is then extended in two ways: queries with
self-joins and multibases.

Queries with self-joins We study {CERTAINTY (¢) for arbitrary Boolean con-
junctive queries, possibly with self-joins. We obtain a FP-{P-complete dichotomy
for the class of problems that contains fCERTAINTY(q), whenever ¢ is a conjunc-
tive query in which all primary keys consist of a single attribute.
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Figure 1.3: Uncertain database with four repairs.

Moving from self-join-free conjunctive queries to conjunctive queries with self-
joins is a major challenge. To see the extra difficulty incurred by self-joins,
consider the following conjunctive queries, where b and ¢ are distinct constants:

@2 = FzR(z,b) AIyS(y,c)
g3 = 3wR(z,b) AIyR(y,c)

The query ¢ is self-join-free, while g3 contains a self-join. These queries are
composed of the three conjuncts JxR(z,b), JyS(y,c), and JyR(y,c). For the
uncertain database of Figure 1.3, it is straightforward to verify that each conjunct
evaluates to true on 2 repairs (out of a total of 4 repairs). That is, the fraction of
repairs satisfying each individual conjunct is % = % Since the two conjuncts of
g2 refer to distinct relations, their truth values are independent of one another.
Therefore, it is correct to conclude that the fraction of repairs satisfying ¢o is
% . % = %. On the other hand, the two conjuncts of g3 are not independent,
because for the database of Figure 1.3, any repair that satisfies 3z R(z,b) will

falsify JyR(y, c), and vice versa. Therefore, no repair satisfies g3.

Multibases Uncertainty is modeled by a multibase (db, 1) where db is an un-
certain database and p associates a multiplicity (a positive integer) to each tuple
of db. In data integration, the multiplicity of a fact F' can indicate the number
of data sources in which F' was found. In planning databases, the multiplicity
of a fact F' can denote the number of people in favor of F'. For example, Fig-
ure 1.4 shows a database resulting from the integration of three distinct source
databases. Primary keys are underlined: the business rules impose that every
department has a single budget and manager; every employee has a unique first
name, last name, and address. Unfortunately, the three source databases con-
tained conflicting information. The multiplicity column u indicates the number
of source databases recording a given fact: two source databases recorded that



DEPT | DName | Budget | Mgr | u
Toys 10K 456 2
Toys 10K 123 1
Shoes 12K 123 2

EMP % FName | LName | Address

123 | Ann Smith 8 Corn St. | 2
123 | Ann Smith 6 Main St.

456 | John Kipling | 7 River St. | 3

Figure 1.4: Integrated company database

the Toys department is managed by employee 456, while one database recorded
that Toys is managed by employee 123. Two source databases recorded that
Shoes is managed by employee 123; the remaining database did not store this de-
partment. Also, the source databases did not agree on the address of Ann Smith:
the address 8 Corn St. was found in two databases, while 6 Main St. was found
once. Luckily, the three source databases agreed on John Kipling’s address.

Figure 1.5 shows the four repairs of the multibase. Significantly, if we have
equal trust (or suspicion) in each source database, then these four repairs do
not have the same likelihood. The repair ry stores the most agreed upon values
for the Toys’ manager and for Ann Smith’s address, while ry stores values for
these items that were found only once. This can be quantified by the support
count of a repair, which is obtained by multiplying the multiplicities of its facts.
The repairs r; and ry have support counts 24 and 6, respectively. Alternatively,
these numbers could be conveniently represented as a fraction of the total sum
of support counts of all repairs; in this example, the support counts sum up to
54 =24+12+1246.

Given a Boolean query ¢, we want to know the weighted number of repairs in
which q evaluates to true; here, every repair is weighted by its support count. For
example, the following query q4 asks whether the manager of the Toys department

lives in ‘6 Main St.” The query g4 is only true in rqy with support count 6.

s = ElxﬂyEIzEIu(DEPT(‘Toys’,x,y) NEMP (y, z,u, ‘6 Main St.’))
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DEPT | DName | Budget | Mgr | u

Toys 10K 456 2

Shoes 12K 123 2
EMP | SS# | FName | LName | Address L
123 Ann Smith 8 Corn St. | 2
456 John Kipling | 7 River St. | 3

Repair rq with support count 24 =2 x 2 x 2 x 3

DEPT | DName | Budget | Mgr | u
Toys 10K 456
Shoes 12K 123 2

[\)

EMP | SS# | FName | LName | Address I

123 Ann Smith 6 Main St.
456 John Kipling | 7 River St. | 3

Repair ry with support count 12 =2 x 2 x 1 x 3

—_

DEPT | DName | Budget | Mgr | u

Toys 10K 123 |1

Shoes 12K 123 2
EMP | SS# | FName | LName | Address I
123 Ann Smith 8 Corn St. | 2
456 | John Kipling | 7 River St. | 3

Repair r3 with support count 12 =1x2 x 2 x 3

DEPT | DName | Budget | Mgr | u
Toys 10K 123 1
Shoes 12K 123 2

EMP | SS# | FName | LName | Address I

123 Ann Smith 6 Main St.
456 | John Kipling | 7 River St.

Repair r4 with support count 6 =1x2x1x 3

Figure 1.5: Four repairs ry, re, r3, rqy with their support counts



CONF | Conf | Year | Town | Continent
FQAS | 2015 | Seattle | North-America
FQAS | 2015 | Berlin | Europe

FQAS | 2016 | Paris Europe
FQAS | 2016 | Dallas | North-America

— © N ol

Figure 1.6: A conference planning table

The following query g5 asks whether the Toys’ manager lives in ‘7 River St.” The
query ¢s is true in r; and ro, whose support counts sum up to 36 = 24 + 12.

qs = EIxEIszEIu(DEPT(‘ToyS’,x,y) NEMP (y, z,u, ‘7 River St.’))

These figures could be conveniently presented as fractions of the total sum of
support counts: the support fractions of ¢4 and g5 are % and %, respectively.

Multiplicities can arise in many applications. In a conference planning data-
base, for example, the multiplicities may indicate the number of steering com-
mittee members that are in favor of a given conference location. In the database
of Figure 1.6, eight members are favorable to organizing FQAS 2015 in Seattle.
The support counts of all repairs sum up to 100. The following query gg asks the
support for organizing FQAS in North-America in some year:

g6 = EI:EEIy(CONF(‘FQAS’, z,, ‘North—America’))

For the example table, there is only one repair in which FQAS is not organized in
North-America; the support count of this repair is 18 = 2 x 9. Consequently, the
support count for organizing FQAS in North-America is 82; the support fraction
of gg is thus %.

Formally, for a given Boolean query g, we define cCERTAINTY(q) as the
following problem: given a multibase db, determine the weighted number of
repairs in which ¢ evaluates to true. In this thesis, we study cCERTAINTY (¢) for
conjunctive queries ¢ that are self-join-free and obtain a FP-fP-hard dichotomy.

The remainder of the thesis is organized as follows. Chapter 2 formally defines
our data models and the problem of interest. Chapter 3 discusses related work.
It presents several results obtained about the decision problem CERTAINTY (q).
It also introduces the probabilistic database model, which is closely related to
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the uncertain database model. Chapters 4 and 5 present complexity dichotomies
obtained for the class of problems $CERTAINTY (¢) and cCERTAINTY(q), where
q is a self-join-free Boolean conjunctive query. Chapter 6 deals with the prob-
lem $CERTAINTY(q) for queries ¢ with self-joins. Chapter 7 presents some open
problems and concludes the thesis. To improve the overall flow of the thesis,
some technical proofs and helping lemmas have been moved to appendices in
some chapters. This thesis has resulted in the following publications:

Maslowski and Wigsen. A dichotomy in the complezity of counting database
repairs. Journal of Computer and System Sciences, 79(6):958-983, 2013.
In this publication, we define the problem $CERTAINTY(g). The main result
is that conjunctive queries ¢ without self-join exhibit a complexity dichotomy:
fCERTAINTY (g) is in FP or §P-complete.

Maslowski and Wigsen. Uncertainty that counts. In Flexible Query Answer-
ing Systems, pages 25-36. Springer Berlin Heidelberg, 2011.
The multibase model and the problem cCERTAINTY (¢) are defined in this publi-
cation. For conjunctive queries ¢ without self-join, we provide a syntactic charac-
terization of the class of queries ¢ such that cCERTAINTY (g) is in P; for queries
not in this class, cCERTAINTY(q) is §P-hard.

Maslowski and Wigsen. Counting database repairs that satisfy conjunctive

queries with self-joins. In 17th International Conference on Database Theory,
pages 155-164, 2014.
This paper investigates the complexity of the counting problem $CERTAINTY (q)
for Boolean conjunctive queries with self-joins. Our most appealing result is
that for every Boolean conjunctive query ¢ (possibly with self-joins) in which all
primary keys consist of a single attribute, fCERTAINTY(q) is either in FP or
fP-complete, and it is decidable which of the two cases applies.
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Problem Statement

In this chapter, basic notions and terminology will be introduced. Moreover,
the complexity classes and the counting problems that appear in our complexity
dichotomy results, stated in the last section, will be defined.

2.1 Basic Notions

We assume disjoint sets of variables and constants. If ¥ is a sequence containing
variables and constants, then vars(Z) denotes the set of variables that occur in 7.

Let U be a set of variables. A waluation over U is a total mapping 6 from
U to the set of constants. Such valuation 6 is extended to be the identity on

constants and on variables not in U.

Atoms and key-equal facts Each relation name R of arity n, n > 1, has a
unique primary key which is a set {1,2,...,k} where 1 < k < n. We say that R
has signature [n, k] if R has arity n and primary key {1,2,...,k}. Elements of
the primary key are called primary-key positions, while k + 1, k+ 2, ..., n are
non-primary-key positions. For all positive integers n, k such that 1 < k < n, we
assume denumerably many relation names with signature [n, k.

If R is a relation name with signature [n, k], then R(si,...,s,) is an R-

atom (or simply atom), where each s; is either a constant or a variable (1 <
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i < mn). Such atom is generally written as R(Z,y) where the primary key value
Z = $1,...,5; is underlined and ¥ = sgy1,...,5,. A fact is an atom in which
no variable occurs. Two facts Ry(d1, 51), Ry(do, 52) are key-equal if Ry = Ry and
a, = do.

We will use letters F, G, H for atoms. For an atom F' = R(Z, %), we denote
by key(F') the set of variables that occur in Z, and by vars(F") the set of variables
that occur in F, that is, key(F') = vars(Z) and vars(F) = vars(Z) U vars(y).

Example 2.1. The R-atom F' = R(a,x,y), in which a is a constant, has signa-
ture [3,2]. key(F) = {z} and vars(F') = {z,y}. S(a,b,c) and S(a,b,d) are two
key-equal facts. N

Uncertain database, blocks, and repairs A database schema is a finite
set of relation names. All constructs that follow are defined relative to a fixed
database schema.

An uncertain database is a finite set db of facts using only the relation names
of the schema. We write adom(db) for the active domain of db (i.e., the set of
constants that occur in db). A block of db is a maximal set of key-equal facts
of db. For every fact F' in db, block(F,db) is the block of db that contains
F and fgblock(F,db) is the cardinality of this block. An uncertain database db
is consistent if it does not contain two distinct facts that are key-equal (i.e., if
every block of db is a singleton). A repair of db is a maximal (with respect to
set containment) consistent subset of db.

Example 2.2. The uncertain database db = {R(a,b,c), R(a,b,d), R(a,d,a),
S(e, f)} contains four facts using two relation names. By = {R(a,b,c), R(a,b,d)},
By = {R(a,d,a)} and B3 = {S(e, f)} are the three blocks of db. The consistent
database r = {R(a,b,d), R(a,d,a), S(e, f)} is one of the two repairs of db. <«

Multibase A multibase is a pair (db, ) where db is an uncertain database
and p is a total function p : db — N\ {0}. The support count of a repair r,
denoted o(r,db, i), is defined by:

o(r,db,p) = H n(F)
Fer
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For every F' € db, we define the support count of its block as follows:
oblock(F,db,p) = > u(H)
Heblock(F,db)

One can think of the multiplicity of a fact F' as the number of times the fact
F' is “duplicated” in the database. Then, the support count of a repair is the
number of times the repairs is duplicated.

The support count of a block is then the number of facts in a block, counting
duplicates multiple times.

Example 2.3. Consider the multibase (db, ) with
e db = {R(a,b,¢), R(a,b,d), R(a,d,a), S(e, f), S(e;c)};
o u(R(a,b,c)) =2, u(R(a,b,d)) = 1;

e u(R(a,d,a)) = 3; and

o u(S(e, f)) =1, u(S(e ) =2.

Two repairs of db are r; = {R(a, b,c), R(a,d,a), S(e, f)} and ro = {R(a, b, d),
R(a,d,a), S(e, f)}. We have :

e o(r;,db,u) =2 x3x1=6;
o o(rg,db,u) =1x3x1=3;

e oblock(R(a,b,c),db, ) =2+ 1=3. q

Boolean conjunctive Queries A Boolean conjunctive query is a finite set
qg = {Ri(Z1, %), ..., Rn(Zn,yn)} of atoms. By vars(q), we denote the set of
variables that occur in ¢. The set ¢ represents the first-order sentence

Juy - --Huk(Rl(&ﬁJl) AR /\Rn(i‘;n,ljn)),

where {uq,...,up} = vars(q). The query ¢ is satisfied by an uncertain database
db, denoted db | ¢, if there exists a valuation 6 over vars(q) such that for
each i € {1,...,n}, Ri(0(%;),0(y;)) € db. If ¢ is a Boolean conjunctive query,
T = (r1,...,2¢0) is a SQ@ICG of distinct variables that occur in ¢, and @ =
(a1,...,ap) is a sequence of constants, then q[7—a denotes the query obtained

from ¢ by replacing all occurrences of z; with a;, for all 1 <4 < /.
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2.2 Restrictions on Boolean Conjunctive Queries

Throughout the thesis, our results apply to conjunctive queries that respect one
or more syntactic conditions defined below.

Self-join-free A Boolean conjunctive query ¢ has a self-join if some relation
name occurs more than once in ¢ (i.e., if R; = R; for some 1 <i < j <n).
If ¢ has no self-join, then it is called self-join-free.

Unirelational A Boolean conjunctive query ¢ is unirelational if it is empty or

refers to only one relation name (i.e., if R; = R; for all 4, j).

Simple-key Let R be a relation name with signature [n, k]. The relation name
R is simple-key if k= 1.

All-key Let R be a relation name with signature [n, k|. The relation name R is
all-key if n = k.

We introduce names for some classes of Boolean conjunctive queries based on
theses restrictions :

BCQ denotes the class of Boolean conjunctive queries;
SJFBCQ denotes the class of self-join-free Boolean conjunctive queries;
UniBCQ denotes the class of unirelational Boolean conjunctive queries; and

SKBCQ denotes the class of Boolean conjunctive queries in which all relation

names are simple-key.

Example 2.4. The query ¢1 = {R(a,z,b), R(a,b,c), S(y,b)} contains a self-
join, is not unirelational and the atom S(y,b) is simple-key. The query ga =
{R(a,x,b), T(z,y,b)} is self-join-free and T'(z,y,b) is all-key. q

2.3 Classes P, FP, and Complexity Dichotomies

The class P contains all function problems which consist of counting the number
of accepting computation paths of a non-deterministic polynomial-time Turing
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machine. This class was introduced by Valiant [41] and captures the count-
ing problems corresponding to decision problems in NP. In its most general
form [9, 35, 26, 37|, the class FP is defined as the class of all function problems
which can be solved by a deterministic Turing machine in polynomial time. In this
thesis, the class FP denotes the subset of §P containing the counting problems
that can be solved in deterministic polynomial time. This restriction is sometimes
implicit and omitted in papers dealing with counting problems [39, 22]. By Toda’s
theorem [40], every problem in the polynomial-time hierarchy can be solved in
polynomial time given an oracle that solves a fP-complete problem. Thus, §P-
completeness suggests a higher level of intractability than NP-completeness, in-
sofar decision problems and counting problems can be compared.

Different types of reductions can exist between two counting problems §A and
#B. For a more detailed overview, see [30, 35].

e A polynomial-time many-one counting reduction from fA to §B consists
of two polynomial-time computable functions: (1) a function ¢ mapping
instances = of §A to instances o(z) of 4B, and (2) a function f : N — N,
such that for every instance x of A4, if the natural number N is the answer
to o(x), then f(N) is the answer to x. Such a counting reduction is called
parsimonious if the function f is the identity function.

e There exists a polynomial-time Turing reduction from §A to #B if there is a
polynomial-time algorithm that solves instances of A with an oracle that
solves instances of #B. This is also written as 14 C FPE. In particular, all
gP-hardness results in this thesis are understood to hold under polynomial-
time Turing reduction.

Notice that the existence of a many-one counting reduction implies the existence
of a Turing reduction, but the inverse may not be true. The complexity theory
of counting problems generally uses Turing reductions (see, for example, [36]).

We say that a class P of counting problems ezhibits an effective FP-{P-
dichotomy if all problems in P are either in FP or fP-hard under polynomial-
time Turing reductions and it is decidable whether a given problem in P is in
FP or #P-hard.

By a counting analogue of Ladner’s theorem [31], if FP # P, then there are
counting problems in §P that are neither in FP nor §P-hard. This implies that,
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if FP # P, then the class P does not exhibit an FP-§P-dichotomy.

Consequently, many works look for FP-fP-dichotomies in large subsets of
#P. The first such result was revealed by Creignou and Hermann [12] for Boolean
satisfiability in 1996. Other dichotomy results have followed, mainly in particular
frameworks such as graph homomorphisms [17, 22, 10], counting CSP [8], Holant
Problems [11] and probabilistic databases [39, 19].

2.4 Counting Problems

2.4.1 Counting Repairs of uncertain databases

For some fixed ¢ € BCQ, CERTAINTY(q) is the following counting problem:
Given a database db, compute the number of repairs of db that satisfy q.
Let C € BCQ. We define CERTAINTY|C] as the set of the counting problems
#CERTAINTY (gq) such that ¢ € C.

Let db be a database and g a Boolean query. We write rset(db) for the set of
repairs of db, and rset(db, g) for the subset of rset(db) containing each repair that
satisfies ¢. The cardinality of these sets is denoted by frset(db) and frset(db, q),

respectively. We define rfrac(db, q) = %, the fraction of repairs satisfying

q. Thus, for a fixed query ¢ € BCQ, fCERTAINTY(q) is the problem that gets as
input a database db and determines frset(db, q).

Example 2.5. Consider db = {R(a,b,¢c), R(a,b,d), R(a,d,a), S(e, f),S(e,c)}
and ¢ = {R(a,b, 2), S(z,z)}. We have that :

e rset(db,q) = {{R(a,b,c), R(a,d,a), S(e,c)}};
e firset(db) = 4;
e firset(db, ¢) = 1; and

e rfrac(db,q) = ;. 4

2.4.2 Weighted Counting of Repairs of Multibases

For some fixed ¢ € BCQ, ocCERTAINTY(q) is the following problem: Given a
multibase (db, i), determine the total sum of support counts of repairs of db
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that satisfy ¢. Let C C BCQ. We define cCERTAINTY|C] as the set of the
problems o CERTAINTY(g) such that ¢ € C.
Let (db, ) be a multibase and ¢ a Boolean query. We define:

orset(db, ) = Z{J(r,db“u) | r € rset(db)}

orset(db, 11,q) = Y {o(r,db, )| r € rset(db,q)}
orset(db, p, q)

UfraC(db,,U«a Q) = grset(db M)

Thus, for a fixed query ¢ € BCQ, cCERTAINTY(q) is the problem that takes as
input a multibase (db, 1) and asks to determine orset(db, p, q).

Example 2.6. Consider the multibase (db, ;) defined in Example 2.3 and the
query ¢ = {R(a,b,x), S(y, f)}. We have that :

e rset(db, q) = {{R(a,b,c), R(a,d,a),S(e, f)},
{R(@v d)? R(a, d, a)v S(Q f)}}a

o orset(db, ) = (2x3x 1)+ (1 x3x1)+(2x3x2)+(1x3x2)=27;
e orset(db,p,q) = (2x3x1)+ (1 x3x1)=9; and

e ofrac(db, u,q) = 2% = % 4

2.5 Main results

This section states our three main theorems proved in Chapters 4, 5 and 6 re-
spectively.

Theorem 2.1 ([33]). The class of problems §CERTAINTY[SJFBCQ] ezhibits an
effective FP-tP-dichotomy.

Theorem 2.2 ([32|). The class of problems cCERTAINTY[SJFBCQ] ezhibits an
effective FP-4P-dichotomy.

Theorem 2.3 ([34]). The class of problems §CERTAINTY[SKBCQ] ezhibits an
effective FP-{P-dichotomy.
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Related work

The results in this thesis can be viewed from two angles : consistent query answer-
ing and probabilistic datatabases, discussed in Sections 3.1 and 3.2 respectively.

3.1 Consistent Query Answering

Consistent query answering goes back to [4] and deals with the problem of com-
puting answers to queries on databases that violate integrity constraints. Repairs
are defined as consistent databases that are maximally similar, according to some
similarity measure, to the original database. A query answer is then certain (or
consistent) if it is an answer to the query on every repair. As regards types
of constraints, several works focus on functional dependencies [6], inclusion de-
pendencies [3], denial dependencies [38]... Our framework can be categorized
as consistent query answering to Boolean queries on uncertain databases, where
the only constraints are primary keys. In this context, it is natural to take as
repairs the maximal consistent subsets of db. In [5], it is illustrated that an
uncertain database with 2n tuples can have 2™ repairs. This is the case when
the uncertain database contains n blocks with two tuples each. The problem
CERTAINTY(q) takes as input an uncertain database and asks whether a fixed
Boolean conjunctive query ¢ evaluates to true on every repair. The investigation
of CERTAINTY(gq) was pioneered by Fuxman and Miller [20, 21|, who defined
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a class Cyopest of self-join-free conjunctive queries g for which CERTAINTY(q) is
first-order expressible. Since then, the following complexity classification problem
has gained considerable research interest: Given a conjunctive query ¢ on input,
determine the complexity classes to which the problem CERTAINTY(gq) belongs,
or does not belong. For conjunctive queries with self-joins, this complexity clas-
sification problem remains largely open, which is likely due to the difficulty of
treating self-joins. For subclasses of self-join-free conjunctive queries, first results
have been obtained about the first-order expressibility [45] and the classification
P-coNP-complete [27, 46, 28] of CERTAINTY(q). Recently, these results have
been extended by Koutris and Wijsen [29] to the set of self-join-free conjunctive
queries in the following trichotomy result:

1) CERTAINTY[SJFBCQ] exhibits an effective P-coNP-complete dichotomy.

2) For every ¢ in SJFBCQ, it can be decided whether or not CERTAINTY(q)
is in FO.

We can now establish the following property implying that the boundary
of the FP-fP-complete dichotomy for fCERTAINTY (q) is different from the P-
coNP-complete dichotomy for CERTAINTY (g).

Proposition 3.1. There exists a Boolean self-join-free conjunctive query q such
that:

e CERTAINTY ((q) is first-order expressible (and hence in the low complexity
class AC); and

e CERTAINTY((q) is §P-complete under polynomial-time Turing reductions.

Proof. Let ¢ = {R(z,y),S(y,a)}. From Theorem 2 in [29], it follows that
CERTAINTY(q) is first-order expressible, and hence in AC?. As we will show
in Chapter 4, it is the case that fCERTAINTY(q) is #P-hard. O]

Greco, Pijcke and Wijsen [24], studied the first-order expressibility of the
problem CERTAINTY(g) under the assumption that some integrity constraints
are known to be satisfied. For a Boolean query ¢ and a set X of first-order
constraints, problem CERTAINTY (¢, ) takes on input an uncertain database db
that satisfies 3 and asks whether every repair of db satisfies q.
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The problem CERTAINTY(q) for queries with self-joins is investigated in [42]
in which some sufficient conditions on queries g are given for the first-order ex-
pressibility of CERTAINTY (q).

In this thesis, we move to the counting variant fCERTAINTY(q) that asks,
given an uncertain database, the number of repairs satisfying q.

Counting the fraction of repairs that satisfy a query has been studied by
Greco et al. [23]. The constraints in that work are functional dependencies,
and the repairs are obtained by updates. Greco et al. present an approach for
computing approximate probabilistic answers in polynomial time. This thesis
does not deal with approximations.

3.2 Probabilistic Databases

In this section, the probabilistic database model will be defined following the
terminology used in [39]. The description of two interesting types of probabilis-
tic databases will be elaborated on and some important results will be stated.
Furthermore, the link with uncertain databases and multibases will be discussed.
All constructs that follow are defined relative to a fixed database schema.

Definition 3.1. A probabilistic database is a pair (W, P), where
e )V is a finite set of database instances, called possible worlds; and
e P: W [0,1] is a total function such that ) ., P(w) = 1.
Here, [0, 1] denotes the set of reals between 0 and 1 (both included). N

For a given probabilistic database (W, P), the probability Py p(q) of a
Boolean query ¢ is the probability that a database instance, arbitrarily chosen
from W, satisfies q.

Definition 3.2. Let (W, P) be a probabilistic database and ¢ a Boolean query.
Then,
Py p(q) = Z P(w).
{weWlwi=q}
In words, the probability Pyy p(q) sums up the probabilities of the possible worlds
that satisfy q. <
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Recently, there has been a growing interest in probabilistic data models |2,
25, 13]. In particular, the tractability frontier for evaluating a Boolean query ¢ is
studied for restricted cases of probabilistic databases. The following definitions
present two popular probabilistic database models: tuple-independent databases
and block-independent-disjoint databases.

Definition 3.3. A probabilistic database (W, P) is tuple-independent if for all
distinct facts t1,...,tg, the following equality holds:

PW7p(t1 AN /\tk> = Pw’p(h) X oo X PW7p(tk).

Notice that each fact ¢; constitutes a Boolean query, hence Pyy p(t; A -+ Aty)
and Pyy p(t;) are defined by Definition 3.2. <

Clearly, given a set D of tuples, there exists 221 possible worlds containing ex-
clusively tuples from D. Let P be a probability distribution over the set 2, then
(2P, P) is a probabilistic database. Importantly, if (27, P) is tuple-independent,
then it has a representation that takes only a linear amount of space (in the size
of D). This representation lists, for every fact ¢ € D, the marginal probability
Pyo p(t). The probability distribution P over 2P can then be obtained as follows:
for each w € 2P,

P(w) = H Pyp p(t) x H (1 =Pyp p(t)).
tew t¢w

It follows that a tuple-independent probabilistic database can be represented
by simply listing the set of tuples with their associated probability.

Figure 3.1 represents a tuple-independent database storing football players
with the probability that they play the next world cup. A possible world repre-
sents the presence of a set of players at this event. Two possible worlds are given
with their probability. The probability of w; is 0, because the presence of Messi
is certain according to the original relation.

A block-independent-disjoint database, or BID database, is a more general
data model. In such a probabilistic database we can express that two tuples are
exclusive, that is, they never appear together in any possible world.
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R | Name Age Country | P
Kompany 28  Belgium 0.8

Giroud 22 France 0.9
Messi 27  Argentina | 1
Origi 19  Belgium 0.5

R | Name Age Country

R ‘ Name Age Country
Kompany 28  Belgium

Messi 27  Argentina
Origi 19  Belgium

Kompany 28  Belgium
Giroud 22 France
Possible world wy with P(w;) =0 Possible world wq with P(ws) = 0.04

Figure 3.1: A tuple-independent database with a unique table and two possibles

worlds

Definition 3.4. A probabilistic database (W, P) is block-independent-disjoint,

if the set of facts U w can be partitioned into blocks such that:
weW

e all facts in a block share the same relation name;
e if t; and to belong to the same block, then
PW,P(tl AN t2) =0

In probabilistic terms, distinct facts of the same block represent disjoint

(i.e., exclusive) events.

e if t1,... % all belong to distinct blocks, then
Pva(h VANRREIVAY tk) = PWJJ(tl) X oo X PWJD(tk.)

In probabilistic terms, facts of distinct blocks are independent. <

Similarly to tuple-independent databases, given a set D of tuples, if a proba-
bilistic database (2D , P) is block-independent-disjoint, then it has a representa-
tion that takes a linear amount of space (in the size of D). This representation
lists, for every fact t € D, the marginal probability Pyp p(t) and gives all blocks
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R | conf rank frequency | P

ICDT A biennial 0.3

ICDT A _ _annual = | 06
KDD A annual 0.5
KDD B annual 0.5

R ‘ conf rank frequency

ICDT A biennial
KDD A annual

R ‘ conf rank frequency
‘ KDD B annual

Possible world wy with P(w;) = 0.15 Possible world wy with P(ws) = 0.05

Figure 3.2: A BID database with a unique table and two possibles worlds

of Definition 3.4. The probability distribution P over 2P can then be obtained

as follows: for each w € 27,

P(w)=[[Powpt)x [] (- supp(B)),

tew {z\Bzﬂw:@}

where Bj,..., B, are the blocks of the partition and supp(B;) is the sum of
probabilities of all facts in B;.

It follows that BID database can be represented by listing the probability of
each fact and by separating blocks with a dashed line, as illustrated in Fig. 3.2.

The tractability /intractability frontier of evaluating self-join-free conjunctive
queries on BID probabilistic databases, where blocks are maximal sets of key-
equal facts, has been revealed by Dalvi et al. [14]. Self-joins in BID databases
have not been systematically studied in depth [39, p. 88]. We will now give known

complexity results.

Definition 3.5. For a fixed Boolean query ¢, the problem PROBAgp_pk(q)
takes as input a BID database (W, P), where blocks are maximal sets of key-
equal facts, and computes the probability Py p(q). <
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Theorem 3.1 ([15]). For any q € SJFBCQ, at least one of the following holds:
e PROBAgp_pk(q) is in FP; or
e PROBAgIp_pk(q) is hard for §P.

And it is decidable which of the two cases applies.

The situation is different for tuple-independent probabilistic databases. In
such a database, there is no notion of block and all tuples represent independent
events. The tractability /intractability frontier of evaluating unions of conjunctive
queries (possibly with self-joins) on tuple-independent probabilistic databases has
been revealed by Dalvi and Suciu [16].

Definition 3.6. For a fixed Boolean query ¢, the problem PROBAT(q) takes
as input a tuple-independent database (W, P) and computes the probability

PW,P(Q)' <

Theorem 3.2 ([16]). For any union of Boolean conjunctive queries q, at least
one of the following holds:

e PROBAT((q) is in FP; or
e PROBAT((q) is hard for tP.
And it is decidable which of the two cases applies.

Uncertain databases and multibases are special cases of BID probabilistic
databases. The main differences between uncertain databases, multibases and
BID probabilistic databases are:

e In an uncertain database, all facts of the same block have the same prob-
ability to appear in a repair. In BID probabilistic databases, facts of a
same block need not have the same probability. For example, in the BID
probabilistic database of Fig. 3.2, the two facts about ICDT have distinct
probabilities (0.3 and 0.6).

e In an uncertain database or a multibase, the probabilities of facts in a same
block sum up to 1. In BID probabilistic databases, this sum can be strictly
less than 1.
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More formally, consider the following proposition.

Proposition 3.2. Let (db, ) be a multibase. Let (W, P) be the BID database
constructed as follows:

o W =rset(db); and

o for each w € W, P(w):%‘m'

Then, for every Boolean query q, Pw p(q) = ofrac(db, i, q).

Proof. Let ¢ be a Boolean query. The equality is obtained by applying some
definitions (cf. section 2.4).

def. 3.2
Pyplg) =7 S Pw)
{weWlwi=q}
(by hyp_othesis) Z a(w, db, M)

wérset(db,q) Urset(db7 H)

Z o(w,db, u)
wérset(db,q)
orset(db, )
orset(db, u, q)
orset(db, p)
= ofrac(db, u, q)

O

Thus, for a query ¢, the problems §CERTAINTY(¢q) and oCERTAINTY (q)
can be seen as special cases of probabilistic query answering. Nevertheless, the
complexity of a problem based on BID databases is not necessarily the same as
the problem based on multibases or uncertain databases. Recall that the problem
fCERTAINTY (q) deals with multibases where the multiplicity function p is the
constant 1.

Example 3.1. Consider the following SJFBCQ query ¢ = {R(z,y),S(y)}. We
will show in Chapter 5 that the problem oCERTAINTY(q) is in FP, while the
problem PROBAgp_pk(q) is hard for §P. <
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Dichotomy for self-join-free

conjunctive queries

The first section syntactically characterizes a class of SJFBCQ queries such that
#CERTAINTY (q) is in FP for every query ¢ in the class. In the second section,
we show that fCERTAINTY(q) is #P-complete for any SJIFBCQ query ¢ not in the
class.

4.1 Tractability result

In this section, we define a syntactically restricted class of SJFBCQ queries,
called safe queries. We show that for every safe SIFBCQ query ¢, the prob-
lem $CERTAINTY(q) is in FP. The outline is as follows: Lemmas 4.2-4.6 first
provide arithmetic expressions for rfrac(db, ¢) under particular syntactic condi-
tions on g; these lemmas are then combined in an algorithm that defines the safe

queries.

We first show that the choice to work with counts or fractions throughout

this thesis is not fundamental.



26 Chapter 4. Dichotomy for self-join-free conjunctive queries

4.1.1 Counts Versus Fractions

The following lemma states that the total number of repairs is obtained by mul-
tiplying the cardinalities of all blocks.

Lemma 4.1. Let db be a database. Let r be a repair of db. Then,

frset(db) = ] [ tiblock(G, db) .
Ger

Proof. Straightforward. O

It can now easily be seen that frset(db) can be determined in time O(nlogn)
where n is the cardinality of db: sort each relation of db on its primary key val-
ues, determine the number of facts in each block of key-equal facts, and multiply
these numbers. Since frset(db, q) = rfrac(db, q) x frset(db), if we can deter-
mine rfrac(db, ¢) in time O(f(n)), then we can determine firset(db, ¢) in time
O(f(n) + nlogn). In particular, {CERTAINTY(q) is in FP if for each database
db, rfrac(db, q) can be determined in polynomial time in the size of db. For
that reason, we can focus on determining fractions rfrac(db, ¢) instead of counts
frset(db, q).

4.1.2 Syntactic characterization and algorithm

The following lemma implies that we can count in polynomial time the number
of repairs that contain a given fact.

Lemma 4.2 (SEQ0a). Let G be a fact. Let q be the SIFBCQ query ¢ = {G}.
Then, for every database db,

0 if G ¢ db

rfrac(db, q) = { 1/#block(G,db) if G € db

Proof. The case G ¢ db is obvious. The case G € db follows from a sim-
ple counting argument given next. Let block(G,db) = {Gi,...,G,}, hence
fblock(G,db) = n > 1. We consider two cases:

1. db = block(G, db). Then, db has n repairs, exactly one of which contains
G.
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2. block(G,db) C db. Assume that rset(db \ block(G,db)) = {r1,...,rmn} #
(. Then, rset(db) = {r; U{G,} | 1 < i < m,1 < j < n}. Clearly,
frset(db) = mn and for any j € {1,...,n}, frset(db,{G;}) = m. Hence,
rfrac(db, G) = 1/n. 0

Lemma 4.3 below deals with queries that are either satisfied or falsified by all
repairs. An example of such query is qo = {R(z,x,y, 2)}. Trivially, a database
db satisfies qo if and only if db contains an R-fact of the form R(a,a,b,c), for
some constants a, b, c. Moreover, if db contains some fact R(a, a,b, c), then every
repair of db will contain R(a, a, b, d) for some d, and thus satisfy go. Inversely, if
db contains no fact of this form, then no repair of db will satisfy qq.

Definition 4.1. Let ¢ be a Boolean conjunctive query. A variable x € vars(q)
is called a ligison variable if = has at least two occurrences in ¢.! The complex
part of a Boolean conjunctive query ¢, denoted [¢], contains every atom F' € ¢
such that some non-primary-key position in F' contains a liaison variable or a
constant. <

Example 4.1. The variable y is the only liaison variable in the query ¢ =
{R(z,y), R(y,2), S(y,u,a)}, in which a is a constant. The complex part of ¢
is [q] = {R(z,y), S(y,u,a)}. The complex part of {R(y,w), R(z,u),T(z,y)},
where T is all-key, is empty. N

Lemma 4.3 implies that if the complex part of an SJFBCQ query ¢ is empty,
then fCERTAINTY (q) is tractable.

Lemma 4.3 (SEOb). Let q be an SIFBCQ query. If [¢] = 0, then for every
database db,
0 ifdb g

rfrac(db, q) = { | ifdb g

Proof. We consider two cases.

Case db [~ q. Let r be an arbitrary repair of db. Since r C db, r [~ ¢q. It
follows rfrac(db, ¢) = 0.

!Liaison variables are sometimes called “join variables” in the literature. Notice nevertheless
that in the singleton query {R(z,z)}, which is not a genuine join, the variable z is a liaison
variable.
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Case db |= q. We can assume a valuation 6 over vars(q) such that 6(¢) C db.
Let K be the set of variables that occur at some primary-key position, i.e.,
K ={z | 3G € q, = € key(G)}. Let ¢ be the valuation over K such that
0'(x) = 6(x) for all z € K. Since [q] = 0, for every atom R(a@, ) in ¢'(q),
it is the case that Z is a sequence of distinct variables that occur only once
in 6'(q). Obviously, db |= #'(¢). Let r be an arbitrary repair of db. Since
r has the same primary key values as db, and since all non-primary-key
positions in §'(¢) contain distinct variables, we have r = 6'(¢), hence r |= q.
It follows rfrac(db, ¢) = 1. O

Lemma 4.4 deals with queries ¢ that can be partitioned into two subqueries,
say ¢1 and g2, such that ¢; and g have no variables in common. The lemma
implies that if CERTAINTY(¢1) and §CERTAINTY(g2) are both tractable, then
so is fCERTAINTY (q).

Lemma 4.4 (SE1). Let q, q1, q2 be SJFBCQ queries such that ¢ = q1Uqz2, ¢1Ng2 =
(0, and vars(q1) Nvars(q2) = 0. Then, for every database db,

rfrac(db, ¢) = rfrac(db, q1) x rfrac(db, ¢2) .

Proof. Let db; be the subset of db containing each fact whose relation name
occurs in ¢g;. Let dbo be the subset of db containing each fact whose relation
name occurs in go. Let db’ = (db \ dby) \ dbs. Clearly,

frset(db,q) = frset(dby,q1) x firset(dba, q2) x frset(db’)
frset(db) = frset(dby) x frset(dby) x frset(db’)

It follows
rfrac(db, q) = rfrac(dby, ¢1) x rfrac(dbg, g2) .

We have
frset(db, ¢1)
frset(db)
frset(dby, q1) X frset(dbg) x frset(db’)
frset(dby) x firset(dbsy) x frset(db’)
= rfrac(dby, q1)

rfrac(db,q1) =

Similarly, rfrac(db, g2) = rfrac(dbs, ¢2). It follows
rfrac(db, q) = rfrac(db, q1) X rfrac(db, g2) . 0
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Lemma 4.5 treats queries ¢ for which there exists a variable x such that x
occurs at some primary-key position in every atom of the complex part of g. An
example is the query qo = {R(z,y),5(z,y,2),T(2,u)}, whose complex part is
{R(z,y), S(z,y, z)}; the variable x occurs at some primary-key position in each
atom of the complex part. The formula in the statement of Lemma 4.5 contains
a product that ranges over all constants in the active domain of database db. Of
course, if some constant a does not occur in the database at all positions where
z occurs, then rfrac(db, gj;q)) = 0. Such constants could be removed from the

product range.

Lemma 4.5 (SE2). Let q be an SIFBCQ query such that [q] # 0 and for some
variable T, © € nGeﬂq]] key(G). Then, for every database db,

rfrac(db,q) =1 — ( H (1 — rfrac(db, Q[am—ﬂl]))) :
ac€adom(db)

Proof. To simplify the notation, assume without loss of generality that x occurs
at the leftmost position in all atoms of [¢]. Under this assumption, the atoms of
[q] are

[q] = {Ri(z,%1,71), R2(x, T2, %2), - - -, Ron (%, T, Um) } -

Let g0 = ¢\ [¢]. For every ¢ € adom(db), let db[c| be the subset of db that
contains each R;-fact (1 < i < m) with the constant ¢ at its leftmost position.
That is, every fact in db[c] is of the form R;(c, d, b) for some @, b, and i. Clearly,
if ¢1 # cg, then the facts of dbjc;] and dblce]| are mutually not key-equal. Let
dbg be the subset of db containing each fact whose relation name occurs in qq.
Let db’ be the subset of db containing each fact whose relation name does not

occur in ¢q. Clearly,
db = ( U db[c]> U dby U db’ (4.1)
ccadom(db)

Let | = |rset(dbg)| and rset(dbg) = {ri,...,r;}. Let r € rset(db[c]) for some
¢ € adom(db). From [go] = 0 and Lemma 4.3, it follows

ifrUr; g forsomei e {1,...,l}, thenrUr; Eqforallie{1,... 1}

It follows that in the sequel of the proof, we can limit the technical treatment to
r1. In the sequel, we write frset(db, —¢) as a shorthand for frset(db)—frset(db, ¢),
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and rfrac(db, —¢q) as a shorthand for 1 — rfrac(db, ¢). For every ¢ € adom(db),
let

fe = ftrset(db[c]Ury,—q) ;
n. = frset(dblc]) .
Since all facts of db[c| have the constant ¢ at their leftmost position, we have
fc = ﬁrset(db[c] ury, ﬁq[gm—)c}) .

Let n = frset(db’). By simple combinatorial arguments explained next, for every
¢ € adom(db),

frset(db, ~qpzse)) = feX1Xxn X H ny (4.2)
beadom(db),b#c
frset(db,—q) = [Ixmnx H 1o (4.3)
beadom(db)
frset(db) = Ixnx J[ (4.4)
beadom(db)

Indeed, by (4.1), each repair of db can be constructed as the disjoint union of
repairs of dbg, db’ and db|c] for every ¢ € adom(db). The equality (4.3) is a

consequence of the following two assertions:

e the falsehood of ¢ in a repair of db is independent of the repairs chosen for
dbg and db’ (factors [ and n); and

e a repair of db falsifies ¢ if and only if for every ¢ € adom(db), it contains

a repair r of dblc] such that r Ur; falsifies ¢ (factor ][ cadgom(ab) /b)-

Equality (4.2) is obtained by a similar reasoning: the falsehood of [z depends
only on the repair of db[c] (factor f.) and is independent of the repairs of dbl[b]

for b € adom(db), b # ¢ (factor [[ycadom(db),pc b)-
From equations (4.2) and (4.4), it follows that for every ¢ € adom(db):

rfrac(db, =q(psq) = % (4.5)
From equations (4.3) and (4.4), it follows
rfrac(db, —q) = H fo (4.6)
ny

beadom(db)
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Finally, from equations (4.5) and (4.6), it follows

rfrac(db, ~q) = [T  rfrac(db, ~qu) -
bcadom(db)

This concludes the proof. O

Lemma 4.6 treats queries with an atom G such that all primary-key positions
in G are occupied by constants, and at least one non-primary-key position is
occupied by a variable.

Lemma 4.6 (SE3). Let ¢ be an SJFBCQ query such that for some atom G € q,
for some variable x, key(G) = 0) and x € vars(G). Then, for every database db,

rfrac(db, q) = Z rfrac(db, qjpsa)) -
ac€adom(db)
Proof. Obviously,
rset(db, ¢) = U rset(db, q[zsq)) -
ccadom(db)

We show that for ¢1,c2 € adom(db) with ¢; # ca,
rset(db, qpzsc,) N rset(db, qpsey) =0 (4.7)

Assume towards a contradiction some r € rset(db,q[IHcl]) N rset(db,q[xHCQ]).
Assume w.l.o.g. that G is of the form R(@,x,...). Then, the facts R(d,cy,...),
R(d,ca,...) € r, hence r contains two distinct key-equal facts, a contradiction.
We conclude by contradiction that (4.7) holds. The desired result follows. O

Lemmas 4.2-4.6 are now bundled in a recursive algorithm, called IsSafe,
which takes as input an SJFBCQ query ¢ and returns true if for every database
db, rfrac(db, ¢) can be obtained by recursive application of Lemmas 4.2-4.6;
otherwise IsSafe returns false. Algorithm IsSafe is shown in Figure 4.3.

To simplify the notation, we write A W B for the disjoint union of sets A
and B, where A and B are understood to be disjoint; notice that A and B can
be empty. The if statements SEQ0a and SEOb in Algorithm IsSafe correspond to
the base cases captured by Lemmas 4.2 and 4.3. If one of these if conditions is
satisfied, the algorithm returns true. The if statement SE1 in Algorithm IsSafe
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Figure 4.1: Tree representation of an execution of IsSafe. Vertices are labeled by
queries. Edge labels indicate the rules that, applied on the parent, result in the
children. Since all leaf vertices are true, the query at the root node is safe.

corresponds to the situation captured by Lemma 4.4, which computes rfrac(db, q)
from rfrac(db, q1) and rfrac(db, g2), where ¢; and g2 are two disjoint subqueries
of ¢ having no variable in common. Algorithm IsSafe returns true if both
rfrac(db, q1) and rfrac(db, ¢2) can be computed by recursive application of Lem-
mas 4.2-4.6. The if statements SE2 and SE3 in Algorithm IsSafe correspond
to the situations captured by Lemmas 4.5 and 4.6 respectively, which compute
rfrac(db, q) from rfrac(db, g[;.,) with ¢ ranging over adom(db). Algorithm /Is-
Safe returns true if rfrac(db, g[;,,)) can be computed by recursive application
of Lemmas 4.2-4.6. Here, the constant a is a distinguished constant arbitrarily
picked from the domain of constants. This is correct, since IsSafe(qjzq)) and
IsSafe(q|zq) will return the same truth value for every constant c.

Executions of IsSafe are illustrated in Figures 4.1 and 4.2. Algorithm IsSafe
always terminates since every recursive call has an argument query that contains

either less atoms or less variables.
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U(u,w), R(z,y,2),5(y,y), T(z, 2)

R(Ev Y, Z>7 S(Qa y)v T(év Z)

true false

Figure 4.2: Tree representation of an execution of IsSafe. Since some leaf vertex
is false, the query at the root node is unsafe.

Definition 4.2. An SJFBCQ query q is called safe if Algorithm IsSafe returns
true on input ¢; if IsSafe returns false, then q is called unsafe. We write SE for
the family of rules SEOa, SEOb, SE1, SE2, SE3 in Algorithm IsSafe. <

Figure 4.4 shows Algorithm Fwal, which takes as input an uncertain database
db and a safe SJFBCQ query ¢, and returns rfrac(db, ¢) in polynomial time in
the size of db.

Theorem 4.1. Let g be a safe SIFBCQ query. On input of some database db,
Algorithm Eval correctly computes rfrac(db, q) and terminates in polynomial time
in the size of db. Consequently, fCERTAINTY(q) is in FP.

Proof. Since q is safe, every recursive call of Eval has an argument query that
satisfies one of the five if conditions. The correctness can be easily shown by
induction on the number of recursive calls, using Lemmas 4.2-4.6.

We next show that Algorithm Ewal runs in polynomial time data complexity.
Let m be the number of distinct variables that occur in q. Let N be the cardinality
of adom(db), which is polynomially bounded in the size of db. Notice that the
execution of Algorithm FEwal closely resembles that of Algorithm IsSafe. The
main difference is that SE2 and SE3 now result in N calls of Ewval, one call for
each constant in the active domain. The root vertex of an execution tree of IsSafe
(cf. Figure 4.1) is labeled with ¢. In the execution of Ewal(db,q), application
of SE1 leads to two calls Eval(db,q) and Eval(db,g2) with ¢1 # 0 # ¢ and
|q1] + |q2| = |g|- Application of SE2 or SE3 leads to N calls Eval(db, q(yq)), one
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Algorithm IsSafe(q)
Input: SJFBCQ query ¢
Output: Boolean in {true, false}

1
2
3
4
5.
6
7
8
9

10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.
27.

(* Choose some constant a *)
Let a be any fixed constant, arbitrarily picked from dom.

(* SEOa )
if |¢| = 1 and vars(q) = ()
then return true

(* SEOb %)
if [¢] =0

then return true

(* SE1 %)
if g=qWg
and q1 # 0 # ¢2
and vars(q1) Nvars(gz) = 0
then return (IsSafe(q1) A IsSafe(qs))

(* SE2 %)
if [¢] # 0 and 3x,VG € [¢], x € key(G)
then return IsSafe(q(zq))

(x SE3 %)

if 32,3G € q, key(G) = 0D Az € vars(G)
then return IsSafe(qp,.q))

(* Otherwise *)

if none of the above
then return false

Figure 4.3: Algorithm IsSafe.
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Algorithm FEval(db, q)
Input: uncertain database db, safe SJFBCQ query g
Output: rfrac(db, q)

O 00 ~J O O = W N =

NN N RN N NN /= = = e e
Al Sl N e A e

(+ Evaluation SEQa x)
if ¢ = {G} with vars(G) =0
then if G € db
then return 1/gblock(G, db)
else return 0

(* Evaluation SEOb )
if [¢] =0
then if db = ¢
then return 1
else return 0

(+ Evaluation SE1 )
if g =qWa
and q1 # 0 # ¢
and vars(q;) Nvars(gz) = 0

then return Eval(db, ¢1) x Eval(db, ¢2)

(* Evaluation SE2 x)
if [¢] # 0 and 3z,VG € [q], x € key(G)
then return 1 — <Ha€adom(db) (1- Eval(db,Q[xHa})»

(* Evaluation SE3 x)

if 32,3G € q, key(G) = O Az € vars(G)
then return Eaeadom(db) Eval(db, qjzsq))

Figure 4.4: Algorithm Ewal.
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call for each a € adom(db), where each query g, contains m — 1 variables.
By induction, we show that for ¢ # () the total number of recursive Eval calls in
the execution of Ewval(q) is at most:

(2lg] — DN —1)
N -1 ’

(4.8)

The proof runs by induction on the value of |g| + m.

Induction basis |¢| +m =1, i.e., |¢| =1 and m = 0. Algorithm Eval(db, q)
is called once. Rule SEQa applies and the execution terminates. The value
of (4.8) is 1.

Induction step |g| +m > 1. We inspect each rule that can be applied:

SEOb Assume FEwval(db, q) is called and SEQb applies. Since there are no re-
cursive calls, the number of calls is 1. The value of the expression (4.8)
is at least 1.

SE1 Assume Ewal(db,q) is called and SE1 applies with ¢ = g1 W g2. The
number of calls is 1 +nq + ny where n; and ny are the number of Eval
calls caused by Fval(q1) and Ewal(g2) respectively. By the induction

hypothesis,
2l - DA™ —1)
ny = ’
N-—-1
(2lg2] - DA™ —1)
ng < .
N-—-1

From |q1| + |q2| = |¢| and (N — 1) < (N™F1 — 1), it follows

(2lq| = 2)(N™F —1) + (N — 1)
N-1
(2lq| — HN™H - 1)
N-1 '

ni+ng+1 <

Thus, the total number of the expression Fwval calls is bounded by the
value of (4.8).
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SE2 or SE3 Assume Fwal(db, q) is called and SE2 or SE3 applies. The
number of calls is 1 +nN where n is the number of Ewval calls caused
by Eval(q[sq)). Notice that gy, contains [g| atoms and m — 1
distinct variables. By the induction hypothesis,
(2l —DHN™—1)

- N -1 ’

Thus, the total number of Ewval calls is bounded by the value of the

expression (4.8) if

n

(2lg = DN =N _ (2lg| = D™ — 1)
N -1 - N -1 ’

which holds for N > 1.

1+

Since m is assumed fixed, it follows that every execution of Ewal results in
at most polynomially many recursive calls of Eval. Evaluating the conditions in
SE& is in constant time in the size of the database. The basis of the recursion
either determines fblock(F,db) or evaluates a conjunctive query, which takes
only polynomial time. O

To conclude this section, we illustrate by means of the following example that
Algorithm Fwval requires the absence of self-joins.

Example 4.2. Consider the query ¢ = {R(z,b), R(y, c)} with self-join, where b
and c are distinct constants. Notice that g is the disjoint union of ¢y = {R(z,b)}
and g2 = {R(y,c)}, where ¢1 and g2 have no variable in common. Neverthe-
less, Lemma 4.4 does not apply because ¢ has a self-join. In particular, it is
not true that for every database db, rfrac(db, ¢) = rfrac(db, q1) X rfrac(db, ¢2).
Counsider db = {R(a,b), R(a,c)}. We have rfrac(db, ¢) = 0 and rfrac(db, q1) =
rfrac(db, ¢2) = % The point is that ¢; and ¢o cannot be treated independently
because they share the same relation name. N

4.2 Intractability result

In this section, we show that for every unsafe SJFBCQ query g, it is the case that
#CERTAINTY (q) is fP-complete. The overall outline is as follows. We present
a number of rewrite rules that allow to rewrite a query ¢ into a query ¢’, such
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that the complexity of fCERTAINTY(q’) is not higher than the complexity of
fCERTAINTY (q). Then, we show that every unsafe query g can be rewritten into
a query ¢ such that fCERTAINTY(¢') is §P-hard. It follows that for every unsafe
query g, it is the case that fCERTAINTY(g) is #P-hard. The upper complexity
bound is given by the following theorem.

Theorem 4.2. For every Boolean query q, the problem $CERTAINTY (q) is in
iP.

Proof. Recall that the complexity class P is the set of the counting problems
associated with the decision problems in NP. For any fixed Boolean query g,
the problem fCERTAINTY(q) is the counting variant of the following decision
problem: on input of an uncertain database db, decide whether there exists a
repair of db that satisfies ¢.> The latter problem is obviously in NP, because
a polynomial-time verifiable certificate of polynomial size is a repair of db that
satisfies q. O

4.2.1 Rewrite Rules

We define ten rewrite rules, denoted by R1, ..., R10, that can be applied on
SJFBCQ queries, no matter whether they are safe or unsafe. These rules are
given in Figure 4.5. The first rule R1, for example, states that we can rewrite
q Into gy q) if @ occurs at some primary-key position of some atom G of ¢. A
concrete example is {R(z,y), S(y,z)} > {R(a,y), S(y,a)}. The rewrite rule R5
refers to a rewrite relation > on atoms, defined in Definition 4.3.

Importantly, we will show in Lemma 4.7 that none of the rewrite rules in-
creases complexity, in the sense that if gi> ¢/, then there exists a polynomial-time
Turing reduction from §CERTAINTY(¢') to fCERTAINTY (gq). The following state-

ments follow immediately:
e if g ¢ and $CERTAINTY(¢') is fP-hard, then so is fCERTAINTY(¢q); and

e if g> ¢ and $CERTAINTY (q) is polynomial, then so is fCERTAINTY (¢').

*Notice that this problem is different from CERTAINTY (g), which asks whether every repair
satisfies q.
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Let a be some fixed constant, arbitrarily picked from dom.

RI1.
R2.
R3.
R4.
R5.

R6.
R7.

R8.

R9.

R10.

q > psa) if 3G € q, x € key(G)
nWg > @ if q1#0# qo and vars(q1) Nvars(gz) =0
q > Qe i 3G € g, {7y} C key(G)
gw{G} > ¢ if vars(q) Nvars(G) C key(G)
gW{G1} > qW{Gy} if G; > G2 and the relation name in Gy
does not occur in ¢
] if x is a liaison variable of ¢
q > lyesal if 3G € q, {z,y} C vars(G), and one of

x or y (or both) is a liaison variable of
q that occurs at some non-primary-key
. position in G
qW{R (5 t,z,u)} > qW{Ry(5,t,u)}
if x occurs only once in qW{R; (5,1, z, 1)}
and Ry does not occur in ¢
q > q if some constant ¢ with ¢ # a occurs in ¢
and ¢’ is obtained from ¢ by replacing

all constants with a
quW{R(z,2)} > qW{R(z,a)}

if true

Figure 4.5: Ten rewrite rules.

Definition 4.3. Let Ry be a relation name of signature [n,k]. Let Ry be a

relation name of signature [n+ 1,k]. Let R; be a relation name of signature

[n+ 1,k + 1]. The rewrite relation > is defined on atoms as follows

Ro(8,t,x,i) > Ro(S t,u) if x has two or more occurrences in

Rl(m 5,t) > Ro(,§

Ro(3,t, , )
5, t,i) if c¢€dom

§ t) > Ro(7,5,1) if = isa variable that occurs in 7 or §
7 5,t) if c¢€ dom and 7, § are not both empty

The rewrite relation > is defined on SJFBCQ queries by the rules R1-R10 in
Figure 4.5. Recall that we write A W B for the union of disjoint sets A and
B, where A and B can be empty; the notion of liaison variable is defined in
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Section 4.1. Several rules refer to the constant a. It is understood that a is one
distinguished constant, arbitrarily picked in the domain of constants. Rule R9
implies that every rule can be rewritten so that no constants other than a occur
in it. We write ¢ 5 ¢ if for some n > 1, there exist queries q1,...,q, such that
qrqi>...>q, =¢. We write ¢ ytq’ if it is not the case that q;q’. <

Example 4.3. Take query qo = {U(u, w), R(z,¥,2), S(y,v), T(2,2)} shown at
the root in Figure 4.2. We can rewrite this query as follows

@ > ¢ ={R(z,y,2),5y).T(z,2)} (byR2)
a1 > ¢@={R(z,v,2),5(y,y)} (by R4)
@ > g ={R(z,9),5(,9)} (by R8)
g > q1={R(z,9),5(y,a)} (by R10)
g > g5 ={R(a,y),5(y,a)} (by R1)
s > g6 ={R(a,a),S(a,a)} (by R1)
g6 > qr={R(a,a)} (by R2)
g > gs={R"(a)} (by R5)
g > qo={} (by R4)

Notice that relation names R, R/, and R” have distinct signatures. The rewriting
q7>gg uses rule R5, which can be applied because R'(a,a) > R"(a) by the second
rule in Definition 4.3. N

The proof of the following lemma is technically involved and appears in Sec-
tion 4.3 (page 47).

Lemma 4.7. Let q and ¢ be SIFBCQ queries. If q> ¢, then there exists a
polynomial-time Turing reduction from §CERTAINTY(¢') to $CERTAINTY (q).

The following lemma implies that & defines a strict partial order that is finite.

Lemma 4.8. Let q be an SIFBCQ query, and let Q = {¢' € SJIFBCQ | ¢ S q}.
Then,

g J;Zq (that is, 5 is irreflexive); and
e the set Q) is finite.

So, sz 1s well-founded.
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Proof. For an SIFBCQ ¢, let len(q) be the sum of arities of all relation names
that occur in g. Let cons(q) be the set of constants that occur in ¢q. Whenever
q> ¢, then at least one of the following is true:

1. len(q") < len(q); or

2. len(q") = len(q) and vars(¢’) C vars(q); or

3. len(q") = len(q) and vars(q') = vars(q) and cons(¢') \ {a} < cons(q) \ {a}.

It follows that ¢ fg q and that the set () must be finite. O

4.2.2 Final Queries

Take the rewriting sequence in Example 4.3. The initial query qo is unsafe (cf.
Figure 4.2). The last query g9 = {} is obviously safe. Thus, at some point, we
have rewritten an unsafe query into a safe one. This happened in the step g4 > g5
(by R1), because g4 is unsafe and g5 is safe. A closer examination reveals that
the query g4 has the following special property: the query is unsafe, and any
application of any rewrite rule yields a safe query. For example, we also have
g1 >{R'(z,2),S(xz,a)} (by R7), and the latter query is safe. Queries that satisfy
this property are called final.

Definition 4.4. An SJFBCQ query g is called final if
e ¢ is unsafe; and

e for every SIFBCQ query ¢/, if ¢ & ¢, then ¢ is safe. a

The following lemma states that for every final query ¢, fCERTAINTY(q)
is #P-hard. The proof is technically involved and will be further explained in
Section 4.2.3.

Lemma 4.9. For every final SIFBCQ query q, it is the case that the problem
fCERTAINTY (q) is P-hard under polynomial-time Turing reductions.

Finally, we show that the problem §CERTAINTY(q) is fP-hard for all unsafe
SJFBCQ queries q.
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Theorem 4.3. For every unsafe SJFBCQ query q, it is the case that the problem
$CERTAINTY (q) is P-hard under polynomial-time Turing reductions.

Proof. Let g be an unsafe SIFBCQ query. We first show that there must be a
final query qg such that ¢ S qo or ¢ = qo. Call a rewrite sequence for q a sequence
of the form ¢ gy >qo>---. By Lemma 4.8, any rewrite sequence for ¢ must be
finite, and the number of distinct rewrite sequences for ¢ is finite. Among all
rewrite sequences for ¢ that end with an unsafe query, pick a longest one; the
last query in that longest sequence (call it qo) is obviously final.

By Lemma 4.9, fCERTAINTY (qo) is fP-hard under polynomial time Turing
reductions. By Lemma 4.7 and since polynomial-time Turing reductions com-
pose, there exists a polynomial-time Turing reduction from §CERTAINTY (qo) to
fCERTAINTY (q). It follows that fCERTAINTY(q) is fP-hard under polynomial
time Turing reductions. O

The proof of our main dichotomy theorem follows.

Proof of Theorem 2.1. Every SJIFBCQ query ¢ is safe or not safe. If ¢ is safe, then
#CERTAINTY (g) is in FP by Theorem 4.1. If ¢ is not safe, then fCERTAINTY(q)
is fP-hard by Theorem 4.3. O

4.2.3 Final Queries are Hard

In this section, we outline the proof of Lemma 4.9. We first define a class F
of SJFBCQ queries and prove in Lemma 4.10 that for every query ¢ € F, it
is the case that the problem §CERTAINTY(q) is fP-hard. After that, we show
in Lemma 4.14 that each final SIFBCQ query ¢ belongs to F. It follows that
if ¢ is a final SJFBCQ query, then §CERTAINTY(q) is fP-hard. The proofs of
Lemmas 4.10—4.13 are technically involved and use a number of helping lemmas.
All technical details are available in Section 4.3 (pages 52-65).

A Set, Called F, of Hard Queries

Definition 4.5. We define F as the subset of SJFBCQ containing each query
that has one of the following forms, up to a renaming of variables:
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o {R(z,y),5(x,a),T(y,a)};

o {Ri(z,y),...,Ri(z,y),S(y,a)} for some k > 1; or

o {Ri(z,y),...,Ri(z,y),S1(y,),...,S(y, x)} for some k > 1 and £ > 1.
Where a is a fixed constant. <

The queries in F are slightly different from the final queries found by Dalvi et
al. for probabilistic databases [15, 14]. To be precise, Dalvi et al.’s final queries
can be obtained from F by removing all positions at which the constant a oc-
curs. In our framework of uncertain databases, queries {R(z,y), S(z), T(y)} and

{R(z,y),S(y)} are safe, and hence cannot be final.

Lemma 4.10. For every SIFBCQ query q € F, it is the case that the problem
#CERTAINTY (q) is P-hard under polynomial-time Turing reductions.

Sketch. The full proof is given in Section 4.3 (page 52); we only give an outline
here. In Lemmas 4.18-4.20, we show that §CERTAINTY(q) is #P-hard under
polynomial-time Turing reductions if ¢ has one of the following forms:

e ¢ ={R(z,y),S(z,a),T(y,a)} (Lemma 4.18);

e q={R(z,y), S(y,a)} (Lemma 4.19); or
o g ={R(z,y), S(y,z)} (Lemma 4.20).

Then, in Lemma 4.21, it is shown that if ¢/ = ¢W{R'(z,y)} is an SJIFBCQ query
such that R(z,y) € ¢ (thus, ¢’ contains both R/(z,y) and R(z,y) with R # R/),
then there exists a polynomial-time Turing reduction from §CERTAINTY(q) to
fCERTAINTY(q’). Thus, if ¢ contains R(z,y) and §CERTAINTY(q) is #P-hard,
then $CERTAINTY(q') is #P-hard for any ¢’ that extends ¢ with one or more
atoms of the form R'(z,y). O

All Final Queries Belong to F

To show that F contains all final queries (Lemma 4.14), we use three helping
lemmas. The proofs of Lemmas 4.11, 4.12, and 4.13 can be found in Section 4.3
(page 61, 62, and 65, respectively). Before stating these lemmas, we introduce
the notion of orphan variable.
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Definition 4.6. Let ¢ be an SJFBCQ query. A variable x € vars(q) is called an
orphan wvariable if x occurs only once in ¢ and the only occurrence of x is at a

non-primary-key position. N

Example 4.4. Let ¢ = {R(z,y),S(y,2),T(y,u,a)}. The variables u and z are
orphan. Since z occurs at a primary-key position, it cannot be orphan. N

Lemma 4.11. If q is a final SJFBCQ query, then q falsifies the if conditions in
SEQa, SEOb, SE1, SE2, and SE3 of Algorithm IsSafe.

If ¢ satisfies the if condition of rule SEQa in Algorithm IsSafe, then we also say
that SEQa applies to q. Likewise for the other rules in S€. With this vocabulary,
Lemma 4.11 can be restated as “none of the rules in S€ apply to final queries.”
Lemmas 4.12 and 4.13 provide syntactical properties of final queries. Recall that
the notation [¢] was introduced in Section 4.1.

Lemma 4.12. If q is a final SIFBCQ query and G € ¢\ [q], then G is all-key
and vars(G) > 2.

Lemma 4.13. If q is a final SIFBCQ query, then |vars(q)| = 2.
Lemma 4.14. Every final SIFBCQ query belongs to F.

Proof. By Lemma 4.13, we can assume without loss of generality that all final
queries satisfy vars(q) = {x,y}. We first show that final queries contain no
constants distinct from a. Assume towards a contradiction that ¢ is a final query
containing some constant b # a. The query ¢’ obtained from g by applying R9 is
safe. So some rule in SE applies to ¢’. Since the rules in SE€ do not distinguish
between distinct constants, every rule in S€ that applies to ¢’ also applies to q.
It follows that some rule in S€ applies to ¢, contradicting Lemma 4.11.

We next prove the following property:

Key Property. Every final query ¢ must contain two distinct atoms, say G, and
Gy, such that key(G;) = {z} and key(G,) = {y}. Moreover, G, G, € [q].

Suppose, towards a contradiction, that ¢ is final but contains no atom G with
key(G) = {z} (the case for y is analogous). Then, for every H € [q], either
key(H) = 0 or y € key(H). Since SE2 does not apply to ¢ by Lemma 4.11, [q]
must contain a atom H with key(H) = (. Since SE3 does not apply to g, it
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must be the case that vars(H) = (). Then, SE1 applies to ¢, a contradiction. We

conclude by contradiction that ¢ contains a atom G, with key(G) = {z}. From
Lemma 4.12, it follows G, € [q].

Let ¢ be a final query. The following properties can be easily shown using
Lemma 4.11:

for every atom G € ¢, key(G) # 0;

g contains no atom in which the constant a occurs at some primary key
position (otherwise apply rewrite rule R5 to remove this occurrence of a
and notice that the same rules of S€ apply to the original and the rewritten

query, which leads to a contradiction);

¢ contains no atom in which the constant a occurs at two non-primary-key

positions (same justification as in the previous item);

g contains no atom in which the variable x occurs at two primary-key

positions (likewise for y, same justification as in the preceding two items);

g contains no atom in which the variable x occurs at two non-primary-key
positions (likewise for y). For example, assume towards a contradiction that
q=q ¥ R(z,y,y). By Rb, ¢>q with ¢ = ¢ & R'(z,y). Since ¢ is final,
¢’ must be safe. Notice that y is not an orphan variable of ¢/, because ¢’
contains Gy with key(Gy) = {y} (cf. Key Property), hence R'(z,y) € [¢].
It is now easy to see that every rule in S€ that applies to ¢’ also applies to
q, which leads to a contradiction; and

q contains no atom in which the variable x and the constant a occur at two
non-primary-key positions (likewise for y). For example, assume towards a
contradiction that ¢ = ¢ W R(z, a,y). By R5, ¢>¢ with ¢ = ¢ W R'(z,y).
Since ¢ is final, ¢ must be safe. Notice again that y is not an orphan
variable of ¢’. It is easy to see that every rule in SE that applies to ¢’ also
applies to ¢, which leads to a contradiction.

To conclude, if ¢ is a final SIFBCQ query, then for every atom G € ¢, the values at

primary-key positions are one of (z), (y), or (z,y) up to a swapping of positions;

the values at non-primary-key positions are one of (a), (), (y), or (z,y) up
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to a swapping of positions. Moreover, as shown next, not all combinations are
possible.

An SJFBCQ query ¢1 = q W {R(z,x,y)} is not final. Assume towards a
contradiction that ¢; is final. By the Key Property, g contains atom G, with
key(Gy) = {y}. Let ¢o0 = ¢ W{R/(z,y)}. Since q; is final and ¢ > g2 by R5,
g2 must be safe, hence some rule in S applies to ga. The rules SEOb and SE2
cannot apply to ¢z, because Gy, R'(z,y) € [gz2]. Since it can now be easily seen
that every rule in S& that applies to ¢o also applies to g1, some rule in SE applies
to q1, contradicting Lemma 4.11.

An SJFBCQ query ¢1 = ¢ W {R(z,x)} is not final. Assume towards a contra-
diction that ¢; is final. Let g3 = ¢ W {R(z,a)}. Since ¢; is final and ¢; > g2 by
R10, ¢o must be safe, hence some rule in SE applies to go. Since it can be easily
seen that every rule that applies to ¢o also applies to g1, some rule in SE applies
to q1, contradicting Lemma 4.11.

An SJFBCQ query ¢ = qW{R(z,y, 5)} with 5 nonempty, is not final. Assume
towards a contradiction that ¢; is final. Let go = ¢ W {R'(x,y)}. Since ¢ is final
and q; S g2 by repeated application of R5, g2 must be safe, hence some rule in
SE& applies to go. Notice that SEOb and SE2 do not apply to g2, because by the
Key Property, G, Gy € q. Since it can now be easily seen that every rule in S
that applies to g2 also applies to q1, some rule in S& applies to g1, contradicting
Lemma 4.11.

Consequently, every atom G of a final query ¢ must be of one of the following
forms: R'(x,y), R(z,y), R(z,a), R(y,x), or R(y,a).

An SJFBCQ query g1 = qW {Ry(x,y), Rz(x,y)} is not final. Assume towards
a contradiction that ¢ is final. Let o = q W {R1(z,y)}. Since ¢ is final and
Q1 S g2 by R4, g2 must be safe, hence some rule in S€ applies to go. Since it can
be easily seen that every rule in S that applies to g2 also applies to ¢, some rule
in S& applies to ¢, contradicting Lemma 4.11. By the same reasoning, SJFBCQ
queries of the form qW{R;(z,a), Re2(x,a)} are not final. We conclude that a final
SJFBCQ query can contain at most one atom of the form R(z,y), at most one
atom of the form R(z,a), and at most one atom of the form R(y,a).

An SJFBCQ query q1 = qW {R1(x,y), R2(z,y)} is not final. Assume towards
a contradiction that ¢; is final. Let ¢o = ¢ W {R1(z,y)}. Since ¢ is final and
Q1 5 g2 by R4, go must be safe, hence some rule in S€ applies to go. Notice that
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by the Key Property, ¢ must contain a atom of the form R(y, a) or R(y, ). Since
it can be easily seen that every rule in S€ that applies to ¢o also applies to ¢y,
some rule in SE applies to q1, contradicting Lemma 4.11. We conclude that if ¢
is a final SJFBCQ query that contains an all-key atom R'(z,y), then ¢ contains
no atoms of the form R(z,y) or R(y,x).

It is now straightforward to verify that F contains all final queries. 0
We can now give the proof of Lemma 4.9

Proof of lemma 4.9. Let q be a final SJFBCQ query. By Lemma 4.14, ¢ € F. By
Lemma 4.10, fCERTAINTY(q) is #P-hard under polynomial-time Turing reduc-
tions. O

4.3 Appendix

Proof of Lemma 4.7

We will make use of two helping lemmas.

Lemma 4.15. Let q be an SIFBCQ query containing some R-atom G. Let qy =
{G}. Let db be a database. Let X be a set of R-facts such that:

1. X P~ qo; and
2. for all F1 € X, F5 € db, F1 and Fy are not key-equal.
Then, rfrac(db U X, q) = rfrac(db, q).
Proof. By condition (2) in the premise,
rset(db U X) = {r1 Urs | r; € rset(db),ra € rset(X)}.
Let n = frset(X). From condition (1), it follows that for every ry € rset(db),
riEq < Vra€erset(X) : riUrs Eq.

Consequently, we have frset(db, ¢) xn = frset(db U X, ¢). Since frset(dbU X) =
frset(db) x n, it follows rfrac(db U X, ¢) = rfrac(db, ¢q). O
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Lemma 4.16. Let q be an SJIFBCQ query. Let db be a database. Let db’ be
the subset of db containing each fact F' € db such that the relation name of F
occurs in q. Then, rfrac(db, q) = rfrac(db’, q).

Proof. Analogous to the proof of Lemma 4.15. O
Definition 4.7. A constant transformer for database db is a mapping
p : adom(db) — dom

such that for every a,b € adom(db), p(a) ¢ adom(db) and if a # b, then
p(a) # p(b). Intuitively, p maps distinct constants to new distinct constants not
occurring in db. <

Proof of Lemma 4.7. We prove the desired result for each rule in R1-R10, using
the definition in Figure 4.5. Let db be a database. For every rule qi>¢/, it suffices
to show the following. There exists a polynomial-time computable function o
mapping databases to databases, such that for every database db, frset(db, ¢’) =
frset(o(db), ¢). In what follows, we assume an arbitrary database db.

R1 Assume without loss of generality that G in the definition of R1 has the
form R(z, 5, t). Let X be the subset of db containing each R-fact R(b, ¢, d) with
b# a. Let o(db) =db\ X. By Lemma 4.15,

rfrac(db, q3q) = rfrac(o(db), qjpsa)) -

Since a occurs at the first position of each R-fact in o(db), we have
rfrac(o(db),q) = rfrac(o(db), qzsq)) -

It follows

rfrac(db, ¢jzsq) = rfrac(o(db),q) .

R2 Let db; be the subset of db that contains each fact F' € db such that
the relation name of F' occurs in ¢;. Let p be a valuation over vars(g2). Let
o(db) = db; U u(g2). By Lemma 4.16,

rfrac(o(db),q2) = rfrac(u(q2), q2)
= 1
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Also by Lemma 4.16,

rfrac(o(db),q1) = rfrac(dby,q1)

and
rfrac(dby,q1) = rfrac(db,q) .
By Lemma 4.4,
rfrac(o(db), ¢1 W q2) = rfrac(c(db), q1) X rfrac(c(db), ¢q2) .
It follows

rfrac(db,q1) = rfrac(o(db),q Wqa) .

R3 Assume without loss of generality that G in the definition of R3 has the
form R(z,y,5,1). Let X be the subset of db containing each R-fact R(a, b, 6’,@
with a # b. Let o(db) =db \ X. By Lemma 4.15,

rfrac(db, qjy,)) = rfrac(o(db), qyq) -

In each R-fact of o(db), the constant at the first position is equal to the constant

at the second position, hence
rfrac(o(db),q) = rfrac(o(db), qpyq]) -
It follows

rfrac(db, qy.,)) = rfrac(o(db),q) .

R4 Let ¢ and G be as in the definition of R4; assume that G = R(g_',f). If
key(G) = 0, then the desired result follows from R2. Assume next key(G) # 0.
Let dby be the subset of db that contains each fact A € db such that the relation
name of h occurs in ¢q. Let dbg be a consistent database such for every valuation
1t : key(G) — adom(db), dby contains a single fact R(&,b) such that u(3) = @

-,

and {R(@,b)} E {G}. Let o(db) = db; Udby. By Lemma 4.16,

rfrac(o(db),q) = rfrac(dby,q)
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and
rfrac(dby,q) = rfrac(db,q) .
Our construction guarantees
rfrac(o(db),q) = rfrac(o(db),qw{G}) .
It follows

rfrac(db,q) = rfrac(o(db),qw{G}) .
R5 Easy.

R6 We can assume G € ¢ such that = € vars(G). Assume that G is an R-fact
and that x occurs at position ¢ in G. Let p be a constant transformer for db (see

Definition 4.7). Let o be a mapping with domain db such that for every R-fact
F of db:

e o(F) is also an R-fact;
e I and o(F) agree on all positions k # i;

e if ¢ occurs at position i of F with ¢ # a, then p(c) occurs at position ¢ of
o(F), that is, o replaces in F the constant ¢ at position i with p(c); and

e if a occurs at position ¢ of F, then o(F) = F.

The mapping o is the identity on all S-facts with S # R. Obviously, for all
Fi,F, € db, F} = F» if and only if o(F}) = o(Fy). For every X C db, we
define o(X) = {o(F) | F € X}. Since rset(c(db)) = {o(r) | r € rset(db)} and
frset(o(db)) = frset(db) are obvious, it suffices to show that for each repair r of
db,

o(r) Fqg <= rFE quoaq -

(=) Let r be a repair of db such that for some valuation 6 over vars(q),
0(q) C o(r). Let 8(G) = F and let ¢ be the constant that occurs at position ¢
in F'. Since x occurs twice in ¢ and since o only replaces constants at position ¢
in R-facts, it must be the case that the constant that occurs at position ¢ in F
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was not affected by o. By our construction, ¢ = a and F = o(F) € r. It follows
G(Q[:p»—m}) cr.

(<) Let r be a repair of db such that for some valuation 6 over vars(q) \ {z},
we have 0(q[zq) € r. Assume 0(G|yyq) = F. Clearly, the constant a must
occur at position ¢ in F, hence F = o(F) € o(r). For ¢ = 0 U {x — a}, we
obtain #'(q) C o(r).

R7 Let G be an R-atom of ¢ such that z,y € vars(G). Assume without loss
of generality that = and y occur at position ¢ and j in G, respectively, that x
is a liaison variable, and ¢ is a non-primary-key position. Let p be a constant

transformer for db. Let o be a mapping with domain db such that for every
R-fact F' of db:

e o(F) is also an R-fact;
e [ and o(F') agree on all positions k # i;
e if the same constant occurs at positions ¢ and j in F, then o(F) = F; and

e if two distinct constants occur at positions ¢ and j in F', and ¢ occurs at
position ¢ in F', then p(c) occurs at position i in o(F'), that is, o replaces
in F the constant ¢ at position i with o(c).

The mapping o is the identity on all S-facts with S # R. It can be easily seen that
for all F1, F» € db, Fy = F» if and only if o(F1) = o(F»). Since o only changes
constants occurring at a non-primary-key position, we have rset(o(db)) = {o(r) |
r € rset(db)} and frset(o(db)) = frset(db). It suffices to show that for each
repair r of db,

o(r)Fq <= rEqy -

(=) Let r be a repair of db such that for some valuation 6 over vars(q),
0(q) C o(r). Let 0(G) = F and let a be the constant that occurs at position ¢
in F. Since x occurs twice in ¢ and since o only replaces constants at position ¢
in R-facts, it must be the case that the constant that occurs at position ¢ in F'
was not affected by o. By our construction, the constant a must also occur at
position j in F'; we have F' = o(F) € r. Tt follows 0(qpy—]) C .

(<) Let r be a repair of db such that for some valuation 6 over vars(q) \ {y},
we have 0(qjy4)) C r. Assume 0(z) = a and 0(G|y,)) = F. Clearly, the same
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constant a must occur at positions i and j in F, hence F' = o(F) € o(r). For
0’ =0 U{y+— a}, we obtain ¢'(q) C o(r).

R8 and R9 Easy.
R10 Let p be a constant transformer for db. Let o be a mapping with domain
db such that for every R-fact R(s,t) of db:

o 0(R(s,t)) = R(s,s) if t = a; and

e o(R(s,t)) = R(s,p(t)) if t # a.

The mapping o is the identity on all S-facts with S # R. It can be easily seen that
for all Fy, Fy € db, F} = F; if and only if o(F}) = o(F3). Since o only changes
constants occurring at a non-primary-key position, we have rset(o(db)) = {o(r) |
r € rset(db)} and frset(c(db)) = firset(db). It suffices to show that for each
repair r of db,

o(r) EqW{R(z,z)} < rEqd{R(z,a)} .

(=) Let r be a repair of db such that for some valuation 6 over vars(q) U {z},
(g {R(z,2)}) Co(r). Let 8(x) = c. Since R(c,c) € o(r), by our construction,
R(c,a) € r. It follows O(qw {R(z,a)}) Cr. (<) Analogous. O
Proof of Lemma 4.10

We make use of helping Lemmas 4.17-4.21.

Lemma 4.17. Let P and Q be two disjoint sets of propositional variables. The
following problem, called BIPARTITE 2DNF WITH NO NEGATIONS, s {P-hard

under polynomial-time Turing reductions.

Input: a Boolean expression ¥ = \/7_,(pi A ¢;), where for 1 <i <n, p; € P and
7 € Q.

Output: the number of satisfying truth assignments for .

Proof. Reduction from BIPARTITE 2SAT WITH NO NEGATIONS, which is the

following problem:
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Let ¢ = Ai;(pi V¢), where for 1 < i < n, p; € P and ¢; € Q,
determine the number of satisfying truth assignments for ¢.

This problem was shown to be §P-hard under polynomial-time Turing reductions
by Provan and Ball [36].

The number of satisfying truth assignments for ¢ is equal to the number of
falsifying truth assignments for —¢ = /7, (-p; A —¢;).

The number of falsifying truth assignments for ¢ = /i, (=p; A —¢;) is equal
to the number of falsifying truth assignments for ¢ = \/I"_, (p; A ¢;). Indeed, let
f be a function over truth assignments that switches truth values, that is, f(B)
contains (p,true) if and only if truth assignment B contains (p,false). The
function f is obviously bijective. Clearly, B is a falsifying truth assignment for
- if and only if f(B) is a falsifying truth assignment for .

To conclude, if ¢ contains N distinct variables, then the number of satisfying
truth assignments for ¢ is 2V — m, where m is the number of satisfying truth
assignments for ¢ = \/i_, (pi A ¢;)- O

Lemma 4.18. For ¢ = {R(z,y),5(z,a),T(y,a)}, it is the case that the problem
#CERTAINTY (q) is §P-hard under polynomial-time Turing reductions.

Proof. Parsimonious reduction from BIPARTITE 2DNF WITH NO NEGATIONS,
which is fP-hard by Lemma 4.17. Let ¢ = \/!"_;(p; A ¢;) where P = {p; | 1 <i <
n} is disjoint from @ = {g; | 1 <i < n}. We construct a database db as follows:

e for every propositional variable p; € P, db contains two facts S(p;, 0) and
S(pi,a);

e for every propositional variable ¢; € @, db contains two facts T'(¢;,0) and
T(gi, a);

e for every clause p; A ¢;, db contains a fact R(p;, ;).

We need to show that frset(db, q) is equal to the number of distinct truth as-
signments that satisfy .

Let R be the set of repairs of db, that is, R = rset(db). Let B be the set
of truth assignments over P U ). We define a mapping h : R — B such that for
every repair r of db, h(r) is as follows (let B = h(r)):
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if r contains S(p;,0), then B(p;) = false;

if r contains S(p;, a), then B(p;) = true;

if r contains 7'(g;, 0), then B(g;) = false; and
e if r contains T'(g;, a), then B(g;) = true.
It is easy to see that B is indeed a truth assignment over P U Q because:

e every propositional variable p; € P occurs in exactly one S-fact of r, and
does not occur in any 7T-fact.

e every propositional variable g; € @ occurs in exactly one T-fact of r, and
does not occur in any S-fact.

It is easy to see that h : R — B is both injective and surjective. Furthermore:
e if r = ¢, then A(r) is a truth assignment that satisfies ¢; and
e if r [~ ¢, then h(r) is a truth assignment that falsifies 1.

It follows that frset(db,q) is equal to the number of distinct truth assignments
that satisfy . O

Lemma 4.19. For ¢ = {R(z,y), S(y,a)}, it is the case that {CERTAINTY (q) is

tP-hard under polynomial-time Turing reductions.

Proof. Polynomial time Turing reduction from the §P-hard counting problem
PERMANENT [41], which is equivalent to the problem of counting perfect match-
ings in a bipartite graph. Let V; and V5 be disjoint sets of the same finite car-
dinality n. Let E C V; x V;, such that F # {}. The database db[E] encodes
E:

db[E] = {R(z,y) | (z,y) € E} .

Let N = frset(db[E]), which can be obtained in polynomial time (cf. Lemma 4.1).

For every repair r of db[E], we define the coverage of r, denoted co(r), as the
number of distinct constants that occur at the second position of some R-fact of
r. Clearly, 1 < co(r) < n. For 1 <i < n, let M; be the subset of rset(db[E])
containing each repair r that satisfies co(r) = 4; and let a; = |M;|. The number
of perfect matchings is a,. Clearly,
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o rset(db[E]) = M; UMy U---U M, and
e i # j implies M; N M; = (.

We choose n + 1 distinct constants ¢y, co, ..., cpy1 such that ¢; = a. For every
le{2,...,n+ 1}, we define

db[l] = db[E] U {S(y,¢;) |y € Vo,1 <i <1} .

Thus, for every y € V2, we have that the database db[l] contains the fact S(y,a),
and ﬁblock(S(g, a),db[l]) —1.
Choose k € {2,...,n+1}. For ri,rs € rset(dblk]) and 1 < i < n, we denote:

e r;~;ry if and only if co(r; Ndb[E]) = co(ry Ndb|[E]) = i; and
e ri~;ry if and only if rj~;re and r; N db[E] = ro Ndb[E].

Clearly, ~; and =; are equivalence relations on rset(dblk]). Since rj=yry im-
plies ri~;ro, every ~j;-equivalence class is the disjoint union of all ~;-equivalence
classes. Take any ¢ such that M; # (). Since every repair of db[k] is the disjoint
union of a repair of db[E] and a repair of db[k| \ db[E], this ~;-equivalence
class contains a; - k™ repairs. Choose any =~;-equivalence contained in this ~;-
equivalence class. We will show next that the fraction of repairs in this ~z;-
equivalence class that falsify ¢ is exactly (1 — %)Z, and this fraction is the same
for all ~;-equivalence classes. Consequently, the number of repairs in every ~;-
equivalence class that falsify ¢ is equal to

(1 - %)ik”ai .

We explain the factor (1 — %)Z in the above expression. Take an arbitrary repair
r in some =~7;-equivalence and investigate the conditions under which r falsifies q.
Assume without loss of generality that Vo = {y1,..., 4} W{yi+1,...,yn} where
the values yi,..., y; occur at the non-primary-key position in some R-fact of r,
while y; 41, ...yn do not. For every 1 < j < n, the repair r must contain one
fact among S(yj,c1), S(yj,¢2), ..., S(yj,cx) with ¢ = a. If 1 < j <4, in order
to falsify ¢, an; of these facts except for S(yj,c1) can be in r, leaving us with
k — 1 choices out of k facts, which yields a fraction of % =1- % Otherwise,
if i+ 1< j <mn, any of these facts can be chosen in r without making ¢ true.
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Since firset(db[k]) = Nk", we obtain

> (1 - 1)ik;nai — N — trset(dblk], q)

k
i=1
Z (1 - %)iai = N(1 - rfrac(dblk], q))
i=1
n—1 .
1y? kN
> ain (1 - %> = (1~ rfrac(dblK], )

The sum E?’:_Ol it1 (1 — %)Z is a polynomial of degree at most n — 1 in
(1-— %) By choosing k = 2,...,n+ 1, we obtain in polynomial time the value of
this polynomial in n points, using the oracle for fCERTAINTY (q) for determin-
ing rfrac(dblk],q). A standard polynomial interpolation allows us to determine
(unique) values for aj, ag, ..., a,, and hence the number a,, of perfect matchings.
More precisely, for 2 < k <n+1, let vy = %(1 — rfrac(db[k],q)). We obtain
the following system of linear equations in the coefficients a;:

i 1 1\2 1\n—1 7
L3 (5)2 (3) ) a1 vy
2 2 2\n—
L3 () (3) ay v3
" " 2 n n—1
s (m) (m) | Lan Unt1
Since the left matrix is Vandermonde, the values a1, ..., a, can be obtained in
polynomial time in n. This concludes the proof. O

Lemma 4.20. For g = {R(z,y), S(y,x)}, it is the case that fCERTAINTY (q) is

tP-hard under polynomial-time Turing reductions.

Proof. Polynomial time Turing reduction from the §P-hard counting problem
PERMANENT, which is equivalent to the problem of counting perfect matchings
in a bipartite graph. Let V; and Vo = {by,...,b,} be disjoint sets of the same
finite cardinality n. Let £ C Vi x V5 such that E # {}. The database db|[E]
encodes F:

db[E] = {R(z,y) | (z,y) € E} .

Let N = frset(db[E]), which can be obtained in polynomial time (cf. Lemma 4.1).
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Let A = {(k1,ka,..., ky) € N* | 3" | ki = n}. For every repair r of db[E],
we define the type of r, denoted type(r), as the element (k1, ko, ..., ky) of A such
that for each i € {1,...,n},

ki=|{R(z,y) €r |y ="bi}| .

For every k € A, let M;: be the subset of rset(db[E]) containing each repair r
that satisfies type(r) = k; and let a; = [M;|. The number of perfect matchings
is a; where = (1,1,...,1).

Let C = {S(y,z) | y € Vo,x € V1}, encoding the Cartesian product Vo x V1.
Choose n distinct constants ¢y, ca, ..., ¢, not in V. For each [ € {0,...,n}, let

dbl]] = db[E|UC U {S(y,c;) |y € Va,1 <i <1} .

Thus, db[l] extends db[E] with C' and with nx! additional S-facts. Consequently,
for every S-fact F' € db][l], we have fblock(F,dbll]) = n + .
Choose m € {0,1,...,n}. For r,ry € rset(db[m]) and k € A, we denote:

e r;~;ro if and only if k = type(r; Ndb[E]) and k = type(ry N db[E]); and

e ri~:>ro if and only if ri~>rs, and ri Ndb|E] = ro N db|E].
k Y kr2 [E] [E]

Clearly, ~; and ~ are equivalence relations on rset(db[m]). Since every repair of
db[m] is the disjoint union of a repair of db[E] and a repair of db[m|\db|[E], each
~p-equivalence class contains ag - (m + n)" repairs. Within each ~-equivalence
class, the fraction of repairs that falsify ¢ is exactly:
n
kA
[[a-——) .
m-+n

=1

We explain the above expression. Let r be an arbitrary repair in some ~zp-
equivalence class such that r = ¢, where k = (k1,ko,...,ky). Take 1 < i < n.
It is the case that r contains exactly k; R-facts whose non-primary-key position
is b;; assume without loss of generality that these R-facts are R(x1,b;), ...,
R(xg,,b;). Notice that db[m] contains m + n S-facts with b; as primary-key
valuie, and exactly one of these must belong to r. However, none of the facts
among S(b;,x1), ..., S(bi, xx,) can be in r, or else r |= ¢, a contradiction. This

leaves us with (m 4 n) — k; possible choices among the m + n S-facts with b; as

(mtn)—ki _ (1 _ L)

primary-key value, giving a fraction of *= == P
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Consequently, the number of repairs in every ~z-equivalence class that falsify

q is equal to
ki

m-+n

a,;-(m—i—n)”-H(l— ) .

i=1
Thus, the number of repairs of db[m] that falsify ¢ is equal to

(m—i—n)”(ZaE-ﬁ(l— m]zn)) i

From frset(db[m]) = N - (m + n)", it follows

(a e m’i n)) = N(1 - rfrac(db[m], ¢)) (4.9)
€A i=1

L
Bl

1
m—4n’

m+n

The sum » -, (aE T, (1 — ki )) is a polynomial of degree at most n in

since:

e for E:f, we have
n
ki 1 n
0= -5
a’“g( m—l—n) “ m+n
1

which leads to the following term of degree n in

()

o if k # 1, then some k; = 0, and ap TTim, (1 - m]‘in) contains no term of
1

degree n in ——.

By choosing m = 0,1, ...,n, we obtain in polynomial time from (4.9) the value of
this polynomial in n+1 points, using the oracle for fCERTAINTY (g) for determin-
ing rfrac(db[m], ¢). A standard polynomial interpolation allows us to determine
(unique) values for the coefficients, in particular the leading coefficient ay(—1)".
This allows us to determine ag, the number of perfect matchings. O

Lemma 4.21. Let ¢ = qu{R'(x,y)} be an SIFBCQ query such that R(x,y) € q.
Then, there exists a polynomial-time Turing reduction from §CERTAINTY (q) to
fCERTAINTY (¢').
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Proof. Let db be a database. We need to show that frset(db, ¢) can be computed
in polynomial time with an oracle for fCERTAINTY(¢"). We first assume that
db contains no R'-facts. Let A be the set of constants that occur at the first
position of some R-fact of db; and let n = |A|.

For every repair r of db, we define the cover of r, denoted co(r), as the integer
i € {0,1,...,n} such that i = [{a € A|r [ quq}]- Fori € {0,1,...,n}, let
M; be the subset of rset(db) containing each repair r such that co(r) = ¢; and
let a; = |M;|. Notice that r € My if and only if r |~ ¢. From

e rset(db,q) = My UMyU---U M, and
e i # j implies M; N M; =0,

it follows frset(db, q) = >_." ;| a;.
Let m be a number such that for every R-fact F' € db, tblock(F,db) < m
and 2 < m. Create a smallest (w.r.t. set inclusion) database db’ satisfying:

1. db C db’;
2. if R(a,b) € db, then R'(a,b) € db’; and

3. if R(a,b) € db and fblock(R(a,b),db) = j < m, then db’ contains (m — j)
additional R'-facts R'(a,b1), ..., R'(a,bm—j), where bi,...,by—; are fresh

distinct constants not occurring elsewhere.

Thus, db’ extends db with a set of R'-facts. The last two items guarantee that

for every R'-fact F in db’, gblock(F,db’) = m.
Let {c1,¢2,...,cn} be aset of n fresh constants that do not occur in db’. For
every integer [ € {0,1,...,n}, let

db[l] =db’' U{R/(a,c;) |a€ A,1<i<I} .

Thus, dbll] extends db’ further with n x [ R'-facts, such that for every R'-fact
F of db]l], tblock(F, db[l]) = m + .
Choose k € {0,1,...,n}. For ri,rs € rset(dblk]) and 1 < i < n, we denote :

e ri~,ro if and only if co(r; Ndb) = co(ra Ndb) = i; and

e ri=~rs if and only if ri~;rs, and r{ Ndb = ras Ndb.
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Clearly, ~; and ~; are equivalence relations on rset(db[k]). Since every repair
of db[k] is the disjoint union of a repair of db and a repair of dblk] \ db, each
~j;-equivalence class contains a; - (m + k)™ repairs. Within each =s;-equivalence
class, the fraction of repairs that falsify ¢’ is exactly:
(1-p)
m+k

We explain the foregoing expression. Let r be an arbitrary repair in some ~;-
equivalence class such that r = ¢/. Assume without loss of generality that dj,
..., d; are the values such that for 1 < j < i, we have rNdb | Qzsdy]- Take
some j such that 1 < j < ¢, and assume r contains R(d;,b) for some b. The
database db’ contains m + k R'-facts with primary-key value d;, among which
R'(d;,b), and one of these R'-facts belongs to r. Since r & ¢/, the fact R/(d;,b)

is not in r, leaving us with (m + k) — 1 possible choices out of m + k R’'-facts

Th)-1 !
it = (1 - 2kp)-

Consequently, the number of repairs in every ~;-equivalence class that falsify

with primary-key value d;, giving a fraction of

q is equal to
<1— ;)i-ai-(m%—k)" .
m+k
Let N be the number of repairs of db. Since frset(db[k]) = N(m + k)", we

obtain

n .
1 7
> (1 - m) -a; = N(1 — rfrac(dblk], ') .
1=0
i
The sum )", (1 - #M) - a; is a polynomial of degree at most n in (1 — ﬁ)
By choosing £ = 0,1,2...,n, we obtain in polynomial time the value of this

polynomial in n + 1 points, using the oracle for fCERTAINTY(¢') for determin-
ing rfrac(db[k], ¢’). A standard polynomial interpolation allows us to determine
(unique) values for ag, ai, ..., a,, and hence frset(db,¢) = > 1 | a;.

Now consider the case where db contains some R'-facts. Let I be the set
of R'-facts of db, and let db = db \ I. Since db contains no R'-facts, by the
first part of this proof, we can compute frset(db, ¢) in polynomial time with an
oracle for fCERTAINTY(¢'). Finally, firset(db, q) = frset(db, q) x firset(I), where
firset(]) can be computed in polynomial time by Lemma 4.1. O

Proof of Lemma 4.10. By Lemma 4.18, the query {R(z,y), S(z,a), T(y,a)} is
fP-hard. By Lemma 4.19, the query {R(z,y), S(y,a)} is §P-hard, and, by
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Lemma 4.21, remains #P-hard when it is extended with atoms of the form
R'(z,y). By Lemma 4.20, the query {R(z,y), S(y,z)} is fP-hard, and, by
Lemma 4.21, remains fP-hard when it is extended with atoms of the form R'(z, y)
or S'(y, ). O

Proof of Lemma 4.11

Lemma 4.22. If q is an unsafe SJFBCQ query, then |q| > 2.

Proof. The empty query is obviously safe because of SEOb. We show next that for
every atom G, the query {G} is safe. The proof runs by induction on |vars(G)|. If
vars(G) = (), then {G?} is safe by SEOa. For the induction step, assume that {G} is
safe for each atom G with |vars(G)| = n. Let H be a atom with |vars(H)| = n+1.
If [{H}] = 0, then {H} is safe by SEOb. Assume next that [{H}] = {H}. We
distinguish two cases:

Case key(H) # 0. Assume x € key(H). Since {H|, ,q)} is safe by the induction
hypothesis, H is safe by SE2.

Case key(H) = (. Since |vars(H)| > 1, we can assume z € vars(H). Since
{H{zq)} is safe by the induction hypothesis, H is safe by SE3.

This concludes the proof. O

Proof of Lemma 4.11. Assume q is final. We show that ¢ falsifies the if conditions
in rules SEOa, SEOb, SE1, SE2, and SE3 of Algorithm IsSafe.

SEOa and SEOb If SEOa or SEOb applies to g, then ¢ is safe, a contradiction.

SE1 Assume towards a contradiction that SE1 applies, that is, ¢ = q1 W g2 with
@1 # 0 # g2 and vars(q1) Nvars(gz) = 0. By R2, q> ¢ and ¢ > go. Since
q is final, ¢; and ¢y are safe. Since ¢ is safe if ¢; and ¢y are safe (see SE1
in IsSafe), it follows that ¢ is safe, a contradiction.

SE2 Assume towards a contradiction that SE2 applies, that is, [¢] # 0 and for
some variable z, we have that VG € [q] (a: € key(G)). By R1, ¢ qpsa-
Since ¢ is final, gz, is safe. Since ¢ is safe if gp; ) is safe (see SE2
in IsSafe), it follows that ¢ is safe, a contradiction.



62 Chapter 4. Dichotomy for self-join-free conjunctive queries

SE3 Assume towards a contradiction that SE3 applies, that is, there exists a
atom G € ¢ such that (key(G) =0 # vars(G)). We can assume without
loss of generality that G = R(d,y) with vars(@) = () # vars(y). Two cases

Can occur:

1. Case i contains a liaison variable. We can assume liaison variable
r € vars(y). By R6, ¢> qpq). Since g is final, gj,,q) is safe. Since ¢
is safe if g, ,q) is safe (see SE3 in IsSafe), it follows that ¢ is safe, a
contradiction.

2. Case § contains no liaison variable. By Lemma 4.22, ¢ \ {G} # 0.
Since ¥ contains no liaison variable, vars(q \ {G}) Nvars({G}) = 0. By
R2, g> ¢\ {G} and ¢>{G}. Since ¢ is final, ¢\ {G} and {G} are safe,
hence q is safe (see SE1 in IsSafe), a contradiction.

This concludes the proof. O

Proof of Lemma 4.12

Lemma 4.23. If q is a final SJFBCQ query, then q contains no orphan variables.

Proof. Assume towards a contradiction a final query ¢ with orphan variable y.
We can assume a atom G € ¢ such that y € vars(G). Since the query gq is
final, by Lemma 4.11, ¢ does not satisfy the if condition in SE3 (see Algo-
rithm IsSafe), hence key(G) # (. We can assume without loss of generality
that G = R(x,Z,y,y). Let ¢’ be the query obtained from ¢ by replacing G with

G' = R'(z,&,), where R’ is a fresh relation name. Since y occurs only once in
q,
e forall He gng', H € [q] if and only if H € [¢]; and

e G € [q¢] if and only if G’ € [¢'].

Since g > ¢ by RS, the query ¢ is safe, and hence one of the rules in S€ must
apply to ¢’. We consider each rule of S€ in turn.

SEOa Since z € vars(q'), SEOa does not apply to ¢’

SEOb Clearly, [¢] = 0 if and only if [¢] = . By Lemma 4.11, SEOb does not
apply to ¢, hence [¢] # 0. Tt follows [¢'] # 0, hence SEOb does not apply
to ¢'.
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SE1 Assume that SE1 applies to ¢/, hence ¢ = ¢} W ¢, with ¢} # 0 # ¢} and
vars(q})Nvars(gs) = 0. Suppose without loss of generality that G’ € ¢. Let
@1 = (1 \{G'}) U{G} and ¢z = ¢5. Clearly, ¢ = q1 W g2 with g1 # 0 # ¢2
and vars(q1) Nvars(q2) = (. Hence, SE1 applies to ¢, which contradicts
Lemma 4.11. We conclude by contradiction that SE1 does not apply to ¢'.

SE2 Assume that SE2 applies to ¢/, hence [¢'] # 0 and there exists a variable z
such that z € key(H) for all H € [¢']. Then, [¢q] # 0 and z € key(F) for
all F' € [¢]. Then SE2 applies to ¢, which contradicts Lemma 4.11. We
conclude by contradiction that SE2 does not apply to ¢'.

SE3 Assume that SE3 applies to ¢/, hence there exists a atom H € ¢’ such that
key(H) = () # vars(H). Since H # G’, it must be the case that H € q.
Then SE3 applies to ¢, which contradicts Lemma 4.11. We conclude by
contradiction that SE3 does not apply to ¢'.

We conclude that none of the rules in SE applies to ¢/, a contradiction. O
Lemma 4.24. Let ¢ € SIFBCQ and G € q.

1. If ¢ C q, then [¢'] € [q]-

2. If G € [q], then Giysa) € [qy—all-

3. IfG e [[‘AL then G[zb—m} € [[Q[z»—m}]]'

That is, for every relation name R, if [q] contains an R-atom, then the complex

parts of qpysz] and (.4 contain an R-atom.

Proof. 1. Assume ¢’ C q. Let G € [¢']. Assume without loss of generality that
G has the form R(Z,¥) where ¥ contains a variable that occurs more than
once in ¢’ or ¥ contains a constant. Since ¢’ C ¢, ¥ contains a variable that
occurs more than once in g or ¥ contains a constant. It follows G € [q].

2. Assume G € [q]. Let G = R(u,w). The desired result is obvious if o
contains a constant. Assume next that @ is constant-free. Then, « contains
a variable that occurs more than once in g. Obviously, G|, ] contains a

variable that occurs more than once in g, ).
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3. Analogous.
O

Proof of Lemma 4.12. Let g be a final SIFBCQ query and G € ¢\ [¢]. Since ¢
contains no orphan variables by Lemma 4.23, G must be all-key, that is, vars(G) =
key(G). If vars(G) = (), then SE1 applies to ¢, contradicting Lemma 4.11. We
conclude by contradiction that vars(G) # ). Assume next towards a contradiction
that for some variable z, vars(G) = {z}. Let ¢ = ¢\ {G}. By Lemma 4.24,
[4'] € [¢]. Since g is final, none of the rules in S applies to ¢ by Lemma 4.11.
We distinguish two cases.

Case [¢'] = [q]. Since ¢ is final and ¢ > ¢’ by R4, ¢’ is safe, hence one of the
rules in S€ must apply to ¢’. We show that there exists no rule in S that
applies to ¢/, a contradiction.

SEOa If SEOa applies to ¢/, then SE1 applies to ¢, a contradiction.
SEOb If SEOb applies to ¢’, then SEOb applies to ¢, a contradiction.
SE1 If SE1 applies to ¢/, then SE1 applies to ¢, a contradiction.
SE2 If SE2 applies to ¢/, then SE2 applies to ¢, a contradiction.
SE3 If SE3 applies to ¢/, then SE3 applies to ¢, a contradiction.

Case [¢'] € [¢q]. We can assume H € [g] such that H € ¢'\[¢']. Since g contains
no orphan variables by Lemma 4.23, H must be of the form R(Z, z), where
the variable z is orphan in ¢. So we can assume [¢] = [¢'] W {R(Z, z)}
without loss of generality. Since ¢ is final and ¢ S q [za Py R1 and R2, it
follows that q’[ZHa} is safe. We show that that there is no rule in S€ that
applies to ¢’ 4], a contradiction.

SEOa Assume SEQa applies to ¢'[,,,,. Then, ¢ = {R(Z, z)} with vars(7) =
(). Then SE3 applies to g, a contradiction.

SEOb does not apply to ¢'[., ), since ¢’ 4 contains R(Z, a).

SE1 Assume SE1 applies to ', 4. Then, ¢',, ., = ¢1Wg5 with ¢ # 0 # ¢j
and vars(q}) Nvars(g,) = 0. Assume without loss of generality that
R(Z,a) € ¢}. Let q1 = (q'l \ {R(Z, a)}> U{R(Z, z)} U{G} and ¢2 = ¢}.
We have ¢ = q1 W e and ¢ # () # go. Also, since z does not occur in
g2, vars(q1) Nvars(gz) = 0. Then, SE1 applies to ¢, a contradiction.
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SE2 Assume SE2 applies to q’[ZHa}. Then, there exists a variable u such
that for each H € [¢'[i,q)]; v € key(H). Since R(Z,a) € [¢'|.q], it
is the case that u € vars(Z). Since

[l = ([¢/j-ma] \ {R(@ 0)}) U{R(, )},

SE2 applies to ¢, a contradiction.
SE3 cannot apply to ¢’ [zsa], Since SE3 does not apply to g.

This concludes the proof. ]

Proof of Lemma 4.13

Proof of Lemma 4.13. Let q be a final SJFBCQ query. By Lemma 4.11, none of
the rules in SE applies to ¢q. For every x € vars(q), we define

Se={Geq|zeckey(G)} .
Since SE3 does not apply to ¢, we have
Vz € vars(q) : [q] € Sz (4.10)
We show that for all variables x and y:
(EIG €q(z,y e vars(G))),x #y = [¢] €S, U8, (4.11)

In order to show (4.11), assume that = and y are distinct variables that occur
together in some atom G of q. By Lemma 4.23, only two cases can occur:

1. Case z,y € key(G). Since q is final and ¢ qp, ) by R3, gy, is safe.

2. Case z or y (or both) is a liaison variable that occurs at some
non-primary key position in G. Since g is final and g > g, by R7,
Qlyrsa) 18 safe.

It follows that gy, is safe, hence some rule in S applies to gj,, .. SE2 is the
only rule in S that applies to g, but not to ¢. By Lemma 4.24, for every
G € [qy—q]l, © € key(G), hence [g] € Sz US,. This concludes the proof of (4.11).
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We now show that for all variables u and w:
u,w € vars([q]) = 3G € q(u, w € vars(G)) (4.12)

In order to show (4.12), assume u, w € vars([q]). Assume towards a contradiction
that no atom of ¢ contains both u and w, hence S, NS, = 0. We can assume
a atom H € [q] that contains w but not u. There exists a atom in ¢ that
contains both u and some variable z # u (otherwise we can apply SE1 to ¢,
a contradiction). By (4.11), [¢] € S, U S,. Since H € [q] and H & Sy, it
follows H € S,. Consequently, H contains both w and z. By (4.11), [¢] C
Sy US. From [¢q] C (S, US,)N(Sy,US,) and S, NSy, =0, it follows [¢] C S,
contradicting (4.10). This concludes the proof of (4.12). From (4.12) and (4.11),
it follows

u,w € vars([q]),u #w = [q] C Sy, U Sy (4.13)

We now show that for all variables z and y:

x,y € vars([q]), z #y = vars([q]) = {z,y} (4.14)

In order to show (4.14), assume z,y € vars([q]) such that x # y. Assume towards
a contradiction that z € vars([q]) with = # z # y. By (4.13), [¢] € S, U S,. It
is the case that z occurs at some primary-key position, because [¢] C S, U S,
(by (4.13)) and [q] € Sz (by (4.10)) imply S, # 0. For every G € ¢, it is the
case that ) # key(G) # {z}, because:

1. Case G € [¢]. From [¢] € S, U Sy, it follows G € S, or G € S,. Hence
x € key(G) or y € key(G).

2. Case G € ¢\ [¢]. By Lemma 4.12, () # key(G) # {z}.

Let ¢ = q[.rsq)- Since ¢ is final and ¢ ¢’ by R1, ¢’ is safe. We show next that
no rule in S& applies to to ¢/, hence ¢ is unsafe, a contradiction.

SEOa Clearly, {z,y} C vars(¢'). Hence, SEOa does not apply to ¢’

SEOb Since [q] # 0, we have [¢'] # 0 by Lemma 4.24. Hence, SEOb does not
apply to ¢.
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SE1 Assume SE1 applies to ¢’. Then, ¢ = ¢j W ¢} with ¢} # 0 # ¢4 and
vars(qy) Nvars(qy) = 0. Let ¢ = {G € ¢ | Gl.sg) € ¢1} and g2 = {G €
q | Grsa € ¢b}. Notice that ¢ and g2 are well defined since ¢ has no
self-joins. Obviously, ¢ = ¢1 Wqo and g1 # () # ¢o. Since SE1 does not apply
to ¢ by Lemma 4.11, it must be the case that vars(q;) Nvars(qe) = {z}.

Since [¢] € S, U S, and by (4.12), either [¢] € g1 or [¢g] C g2. Assume
without loss of generality [¢] C ¢1. We can assume the existence of H € ¢
such that z € vars(H). Since we showed before that () # key(H) # {z}, we
can assume a variable u # z such that u € vars(H).

From vars(q1) Nvars(q2) = {z} and u € vars(q), it follows u & vars(qq).
Consequently, since [q] C ¢1, u & vars([¢]). Since [¢] € S, U S, by (4.11),
it must be the case that [¢] C S, which contradicts (4.10).

SE2 Assume SE2 applies to ¢’. Then, for some variable u, we have u € key(Q)
for each G € [¢']. Since z € vars(¢'), u # z. Let H € [¢q]. By Lemma 4.24,
Hi.sq) € [], hence u € key(H|,,q)). Necessarily, u € key(H). Since H is
an arbitrary atom of ¢, it follows that SE2 applies to ¢, a contradiction.

SE3 This rule does not apply to ¢/, since we showed that for every G € ¢,
b £ key(G) £ {2}

This concludes the proof of (4.14).
Next, we show that

vars([q]) = {z,y},z #y = vars(q\ [q]) € {=,y} (4.15)

In order to show (4.15), assume vars([q]) = {z,y} with x # y. Assume towards a
contradiction vars(q \ [¢]) € {z,y}. There exists a atom G € ¢\ [¢] and a variable
z, x # z # y, such that {x, z} C vars(G) or {y, z} C vars(G), or else SE1 applies to
g, a contradiction. Assume without loss of generality {x, z} C vars(G). By (4.11),
[q] € S, US.,. Since z & vars([q]), it follows [q] C S;, contradicting (4.10). We
conclude (4.15) by contradiction.

Since it can be easily checked that [¢] contains at least two variables (oth-
erwise some rule in SE applies to ¢, a contradiction), by (4.14) and (4.15), we
conclude |vars(q)| = 2. O
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A Generalization to Multibases

The current chapter generalizes Theorem 2.1 by allowing multiplicities. The
data model in the previous chapter has no multiplicities, which is tantamount to
setting p(F') = 1 for every database fact F. We believe that multiplicities are
useful in many applications, as illustrated in Chapter 1.

5.1 Tractability result

In this section, we show that the characterization of safe queries holds in the
multibases data model. Lemmas 5.2 to 5.6 first provide arithmetic expressions
for orset(db, i, q) under the syntactic conditions on ¢ described in the algo-
rithm IsSafe. These lemmas are then combined in an algorithm Fwval(db, p, q)
that compute orset(db, p, q) where (db, i) is a multibase and ¢ a safe query.

As in Section 4.1.1, we first show that the choice to work with counts or
fractions is not fundamental. Recall that the number of repairs can be exponential
in the size of the database. The following lemma implies that the total sum of
support counts of all repairs can be computed in polynomial time.

Lemma 5.1. Let (db, ) be a multibase. Let r be a repair of db. Then,

orset(db, p) = H oblock(G,db, u)
Ger

where, as usual, the empty product is defined to be equal to 1.
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Proof. By induction on the number n of blocks in the database.

e Base case: n = 0. In this case, db = {} is consistent. So the only repair of
db is r = {}. Clearly,

orset(db, ) = Z HM(G)

r'e{r} Ger’

= [
Ger

= 1

= ] oblock(G,db, )
Ger

e Inductive case: n > 0. Suppose that db contains n blocks. Let B =
{F1,...,Fg} be a block of db. Let db’ = db \ B. Clearly,

rset(db) = {r' W {F} | v’ € rset(db’) A F € B} (5.1)
By (5.1), we have:
(a) r =r*W{F*} for some r* € rset(db’) and F* € B;
(b) orset(db, u) = > {o(r/,db’, u) x u(F) | v’ € rset(db’) A F € B}; and
(c) ] oblock(G,db,p)

Ger
= [Terere oblock(G/, db’, ) x ablock(F*, db, ).

By the induction hypothesis, we obtain from ((c)) that

[Ice, oblock(G, db, 1)
=Y {o(r',db’, u) | v’ € rset(db’)} x oblock(F*, db, p)
=S Ho(r',db’, u) | v’ € rset(db’)} x S {u(F) | F € B}
=Y Ho(r',db’, u) x u(F) | r € rset(db’) A F € B}.

The desired result follows by (b).
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It follows that orset(db, ) can be determined in time O(nlogn) where n
is the cardinality of db: sort each relation of db on its primary key values;
for each block, determine the support count of that block, and multiply these
numbers. Since orset(db, i, q) = ofrac(db, i, q) x orset(db, p), if we can deter-
mine ofrac(db, p,q) in time O(f(n)), then we can determine orset(db, i, q) in
time O(f(n) 4+ nlogn). In particular, cCERTAINTY(g) is in P if for each multi-
base (db, ), ofrac(db, i, ¢) can be determined in polynomial time in the size of
(db, ). For that reason, we can focus on determining fractions ofrac(db, p, q)
instead of counts orset(db, p, q).

Safe Eval rule SEQa

The following lemma implies that we can compute in polynomial time the total
sum of support counts of repairs that contain a given fact.

Lemma 5.2 (SEOa). Let G be a fact. Let ¢ = {G}, an SIFBCQ query. Then,
for every multibase (db, p),

0 if G ¢ db

Ufrac(db, s Q) = { G .
ablocﬁ((G,)db,u) if G € db

Proof. The case G ¢ db is obvious. Assume now G € db. Let block(G,db) =
{G1,...,Gp}, hence oblock(G,db, u) = >"7" | u(G;) > 1. We consider two cases:

1. db = block(G,db). Then, db has n repairs r1 = {G1},...,r, = {Gp}.
Hence, o(r;,db, ) = u(G;) for all 1 < i < n and

ofrac(db, u,G) =

oblock(G, db, 1)
2. block(G,db) C db. Assume that

rset(db \ block(G,db)) = {ri,...,r,} # 0.
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Then, rset(db) = {r; w {G;} | 1 <j <m,1 <i<n}. Clearly,

orset(db, ) = ZZ (O(rj,db,u) X M(%))

7j=11=1
and .
orset(db, ,q) = Y (o (x;,db, 1) x (G)).
j=1
Hence,

Yoo ( (rj,db, i) x u(G) )
Zﬁ42£1<@w&%MXuKm>
(7 o, db, ) x (@)

(S o, db, ) x (0 n(G))

w(G)
oblock(G, db, y)

ofrac(db, i, q) =

Safe Eval rule SEOb

Lemma 5.3 implies that if the complex part of an SIFBCQ query ¢ is empty, then
the problem cCERTAINTY (q) is tractable.

Lemma 5.3 (SEOb). Let q be an SJIFCQ query. If [q] = 0, then for every
multibase (db, u),

0 ifdb g

1 ifdb kg

Proof. Straightforward. O

ofrac(db, i, q) = {

Safe Eval rule SE1

Lemma 5.4 deals with queries ¢ that can be partitioned into two subqueries, say
q1 and gs, such that ¢; and ¢» have no variables in common. The lemma implies
that if cCERTAINTY(¢q1) and ocCERTAINTY(g2) are both tractable, then so is
oCERTAINTY (q).
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Lemma 5.4 (SE1). Let q,q1,q2 be SIFCQ queries such that ¢ = q1Uqa, q1Ng2 =
(0, and vars(q1) Nvars(qz) = 0. Then, for every multibase (db, 1),

ofrac(db, i, q) = ofrac(db, p, q1) x ofrac(db, i, g2).

Proof. Let dby be the set of R-facts of db such that R occurs in ¢;. Let dbs be
the set of R-facts of db such that R occurs in go. Let db’ = (db\ dby) \ dbs.
It is not hard to see that

orset(db, 1,q) = orset(dby, p,q1) x orset(dbg, i, g2) x orset(db’, i)
orset(db, u) = orset(dby, i) X orset(dbs, ) x orset(db’, u)
It follows

ofrac(db, u, q) = ofrac(dby, i, q1) x ofrac(dbg, i, g2) .

Finally, notice that

orset(db, 1, q1)
orset(db, )
orset(dby, p, q1) x orset(dba, p) x orset(db’; i)
orset(dby, ) x orset(dba, p) x orset(db’, i)
= ofrac(dby, pt, q1)

ofrac(db, u,q1) =

Safe Eval rule SE2

Lemma 5.5 treats queries ¢ for which there exists a variable x such that x occurs at
a primary-key position in every atom of the complex part of ¢. An example is the
query {R(z,y),S5(z,y,2),T(z,u)}, whose complex part is {R(z,y), S(z,y,2)};
the variable x occurs at a primary-key position in each atom of the complex part.

Lemma 5.5 (SE2). Let q be an SJFCQ query such that [q] # 0 and for some
variable T, © € ﬂGE[[q]] key(G). Then, for every multibase (db, u),

ofrac(db, u,q) = 1 — ( H (1 — ofrac(db, , Q[m»—ﬂz])))'
acadom(db)
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Proof. To simplify the notation, assume without loss of generality that the atoms

of [q] are:

[[Q]] = {Rl(@, gl)vRZ(Lan ?72), o aRm(xfmagm)} .

Let g0 = ¢\ [¢]. For every ¢ € adom(db), let

-,

dblc] = {Ri(a1,aq,...,ar,b) €edb |1 <i<m,a; =c} .

Clearly, if ¢1 # co, then the facts of db|c;] and dblce] are mutually not key-
equal. Let dbg be the set of all R-facts of db such that R occurs in qy. Let
db’ be the set of all R-facts of db such that R does not occur in ¢q. Clearly,
db = (U,cadom(ab) dblc]) U dbg U db’.

Let rset(dbg) = {r1,...,r;}. Let r € rset(db]c|) for some ¢ € adom(db).
Since [go] = 0 and by Lemma 5.3:

if rUr; = g forsome i € {1,...,1}, thenrUr; Egforalli € {1,...,1}.

We write orset(db, 1, 7q) as a shorthand for orset(db, u) — orset(db, p, q), and
ofrac(db, i1, —q) as a shorthand for 1 — ofrac(db, p, q). For every ¢ € adom(db),
let!

fe = orset(dblc]Ury, pu,—q) ;
n. = orset(dblc],u) .

Let

n= (Z O'(I‘i,dbo,u)) x orset(db’, 1) .
i=1

Since

orset(dblc] Ury, p1, ) = orset(db[c] U1, i, qzsq))

is obvious, it follows

fe = orset(db[c] Ur1, i, 2qzsq) -

!By a little abuse of notation, we write, for example, orset(db|c],u) instead of
orset(dblc], pt|ab[q), Where pi|ap[q is the restriction of u to dblc].
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For every ¢ € adom(db),

Orset(dba s _'Q[am—w]) = Urset(db[c] uri, u, _'q[a:>—>c]) X n X H 5
beadom(db),b#c

orset(db,pu) = nx H ny .

beadom(db)
Hence,
orset(dblc] Uy, i1, ~qusq)  fe
O-frac(db”u7 _‘Q[x»—m]) — - [ — } — n— .
From
orset(db, i1, ~q) = n x H fo
beadom(db)
it follows
- Jo
ofrac(db, pu,—q) = H —
beadom(db) i
— H O'fraC(db7 M, _‘Q[z»—>b]) .
beadom(db)
This concludes the proof. =

Safe Eval rule SE3

Lemma 5.6 treats queries with a atom G such that all primary-key positions in G
are occupied by constants, and at least one non-primary-key position is occupied

by a variable.

Lemma 5.6 (SE3). Let q be an SJFCQ query such that for some atom G € q,
for some variable z, key(G) = () and = € vars(G). Then, for every multibase
(db, ),
ofrac(db, u, q) = Z ofrac(db, 11, q[zsq))-
acadom(db)

Proof. Obviously,

rset(db, q) = U rset(db, qjpy)) -
c€adom(db)
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We show that for ¢1,co € adom(db) with ¢; # ca,
rset(db, Q[Iﬁcﬂ) N rset(db, Q[x»—mg]) =0 . (5.2)

Assume towards a contradiction some r € rset(db, ;1) N rset(db, g e,))-
Assume without loss of generality that G is of the form R(d,x,...). Then, the
facts R(d, c1,...), R(@,ca,...) € r, hence r contains two distinct, key-equal facts,
a contradiction. We conclude by contradiction that (5.2) holds. The desired result
follows. O

Algorithm FEval

Figure 5.1 shows algorithm FEwal, which takes as input a multibase (db, 1) and a
safe SJFBCQ query ¢, and returns ofrac(db, p, ¢) in polynomial time in the size
of db.

Theorem 5.1. If q is a safe SJIFBCQ query, then

1. for every multibase (db, u), ofrac(db, p, q) is correctly computed by the al-
gorithm Eval ;

2. oCERTAINTY(q) is in FP.

Proof. (1) Since ¢ is safe, every recursive call of Fval has an argument query
that satisfies one of the five if conditions. The correctness can be easily shown
by induction on the number of recursive calls, using Lemmas 5.2-5.6.

(2) Let m be the number of distinct variables that occur in g. Let N be
the cardinality of adom(db), which is polynomially bounded in the size of db.
Every path from the root to a leaf in an execution tree of IsSafe (cf. Figure 4.1)
contains at most m applications of SE2 or SE3, and at most |gq| — 1 applica-
tions of SE1. Every application of SE2 or SE3 makes N direct recursive calls of
Ewal, and every application of SEL makes 2 direct recursive calls, each with an
argument query of strictly smaller size. It follows that FEval(db, i, q) makes at
most O(|g| - N™) recursive calls in total, which is polynomially bounded since ¢
is assumed fixed. The basis of the recursion either determines oblock(G,db, p)
or evaluates a conjunctive query, which takes only polynomial time. O
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5.2 Intractability result

We show that cCERTAINTY(q) is fP-hard for queries ¢ that violate safety.

Theorem 5.2. For every unsafe SIFBCQ query q, the problem o CERTAINTY (q)

is {P-hard under polynomial-time Turing reductions.

Proof. From Section 4.2 it follows that cCERTAINTY (gq) is already §P-hard if all
multiplicities are 1. O

Consequently, given an SJFBCQ query ¢, we can test by means of algorithm
IsSafe whether ¢ is safe. If ¢ is not safe, then computing ofrac(db, y,q) for a
given database (db, u) has highly intractable data complexity, unless FP = {P.
On the other hand, if ¢ is safe, then algorithm Ewal computes ofrac(db, i, q) in
polynomial time in the size of (db, p).
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Algorithm Ewval(db, u, q)
Input: multibase (db, i), safe SJFBCQ query g
Output: ofrac(db, y, q)

1
2
3
4.
5.
6
7
8
9

10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.

(* Evaluation SEOa x)
if ¢ = {G} with vars(G) =0
then if G € db
then return u(G)/oblock(G, db, u)
else return 0

(+ Evaluation SEQb x)
if [¢] =0
then if db = ¢
then return 1

else return 0

(* Evaluation SE1 x)
if ¢ = q1 Wqo and q1 # 0 # g2 and vars(q1) Nvars(gz) = ()
then return Eval(db, pu,q1) x Eval(db, i, g2)

(* Evaluation SE2 x)
if [q] # 0 and J2VG € [q](z € key(G))
then return 1 — (Haeadom(db) (1 — Eval(db, p, q[xﬁa])))

(* Evaluation SE3 x)
if 323G € q(key(G) = 0,z € vars(Q))
then return ), c.qom(an) £val(db, 11, g sq))

Figure 5.1: Algorithm FEwal for multibases
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Dichotomy for Boolean QQueries with

Self-Joins

This chapter investigates the complexity of the problem §CERTAINTY(q) for
Boolean conjunctive queries with self-joins. We propose some sufficient syntactic
conditions on such queries for tractability and intractability of fCERTAINTY (q).
By combining these conditions, we obtain the complexity dichotomy result stated

in Theorem 2.3.

6.1 Unirelational Queries

Recall that a Boolean conjunctive query ¢ is called unirelational if it does not
refer to two distinct relation names. In this section, we focus on the complexity of
the problem $CERTAINTY(g) when ¢ is unirelational, using exclusively relation
name R. We will impose no restriction on the signature of R. Sections 6.1.1
and 6.1.2 establish syntactic conditions on ¢ that guarantee intractability and
tractability of fCERTAINTY (q).

Lemmas 6.1 and 6.5 are the deepest results in this chapter. They are the
main tools for proving the complexity dichotomies in Section 6.3.
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6.1.1 Intractability Result

We first recall the notion of minimality of Boolean conjunctive queries. We
then prove a powerful lemma which is useful for establishing intractability of
fCERTAINTY (q) if ¢ is a unirelational Boolean conjunctive query. The lemma
will be illustrated by an example.

Definition 6.1. For any Boolean conjunctive query ¢, |q| is the number of atoms
in ¢. A Boolean conjunctive query ¢ is minimal if there exists no Boolean con-
junctive query ¢’ such that |¢'| < |¢| and ¢’ is equivalent to q. q

Lemma 6.1. Let g be a unirelational Boolean conjunctive query using relation
name R such that q is minimal and no two distinct atoms of q agree on all
primary-key positions. Let ¢’ be the self-join-free Boolean conjunctive query ob-

tained from q by replacing each occurrence of R with a new relation name of the

same signature as R. If ¢' is unsafe, then {CERTAINTY (q) is P-hard.

Example 6.1. Let ¢ = {R(z,y), R(y,z)}. The query g satisfies the premise of
Lemma 6.1 because it is minimal and contains no two distinct atoms that agree
on their primary key. The self-join-free query ¢’ = {S(z,y),T(y, )} is obtained
by replacing in ¢ each occurrence of R with a new relation name. It can be
easily verified that Function IsSafe returns false on input ¢, i.e., ¢ is unsafe.
By Lemma 6.1, fCERTAINTY (q) is §P-hard. <

The following proof of Lemma 6.1 uses three sublemmas for readability rea-
sons. After the proof, we will explain how the restrictions on ¢ in the premise of
Lemma 6.1 can be easily met.

Proof of Lemma 6.1. Assume ¢’ is unsafe. By Theorem 2.1, the counting problem
fCERTAINTY(¢') is §P-hard. To establish $P-hardness of §CERTAINTY(q), it
suffices to show a polynomial-time Turing reduction from the §P-hard problem
fCERTAINTY (¢’) to fCERTAINTY(g). This is the object of the remainder of the
proof.

Let R, S1,...,Sm be relation names of same signature [n, k] such that

¢ = {R(zq,...,zin)}%, and
¢ = {Si(@it, .., zin) .
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Let o be the following mapping on S;-facts. For ¢ € {1,...,m}, if G =
Si(ai,...,ay), then

U(G) = R((al,xﬂ), ey (an,xm)).

The pairs (a, s), where a is a constant and s a symbol, denote constants, such
that (a1,s1) = (ag, s2) if and only if a; = ag and s; = so. If a # s, then (a,s)
denotes a new constant not occurring elsewhere. If a = s, then (a,s) is the
constant a.

Clearly, for all 7,5 € {1,...,m} such that ¢ # j, for all S;-facts G1, Ga, for
each Sj-fact H,

[ ] Gl == G2 iff O'(Gl) == O'(GQ);
e (G and Gy are key-equal iff 0(G) and o(G2) are key-equal;

e 0(G1) and o(H) are not key-equal because by the premise in the statement
of Lemma 6.1, it is the case that (x;1,..., %) # (Tj1,- .., Tjk).

Let db be an uncertain database using only relation names among Si, .. ., Sp.
We define o(db) := {o(F) | F € db}.

It can now be easily seen that rset(o(db)) = {o(r) | r € rset(db)} and
frset(o(db)) = frset(db). It suffices now to show that for each repair r of db,

ri=qd < o(r) Fq

Assume r = ¢. We can assume a valuation v such that v(¢’) C r.
Let v be the valuation such that for every symbol z, we have v(z) = (v(x), ).
Notice that © is indeed the identity on constants, because for every constant a,
v(a) = (a,a) = a. The following paragraph shows that 7(q) C o(r).

Let 1 < ¢ < m. Let ay,...,a, be constants such that v(z;1) = ay, ...,
v(Zin) = an. Consequently, v(x;1) = (a1,xi), .., V(Tin) = (Gn,Zin). From
v(q") Cr, it follows Si(a1,...,a,) € r, hence R(U(x1),...,0(ximn)) € o(r).

Assume o(r) = ¢g. We can assume a valuation 6 over vars(q) such that
6(q) C o(r). We can assume the existence of a total function

m:{L...,m}—={1,...,m}
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such that for each i € {1,...,m}, we can assume some fact Sy(;) (a1, ..., an) in
r such that

R(H(l’zl), ey H(xm)) = U(Sﬂ(i)(ai17 ceey am))
Since
0 (Sx(iy(@its -, ain)) = R((ai1, riiy1), - - - (@ins Tr(iyn))

we obtain that for 1 <i<mand 1<j<n,
0(xij) = (aijs Tr(i)z)-
Sublemma 6.1. If z;j = xy¢, then aij = age and Ty = Tr(r)e-

Proof of Sublemma 6.1. Let x;; = xpy. Since 0(xi;) = 0(xge), it follows that
(aij, Tr(i);) = (Ape, Trgrye). Consequently, a;; = age and Tr(y; = Triye- &

Sublemma 6.2. If z;; is a constant, then x;; = a;j = Ty (;);.

Proof of Sublemma 6.2. Let x;; be a constant. Since 0(x;;) = (aij, Tr(;);) and 0

is the identity on constants, xi; = a;j = Tr(;);- <&

We distinguish two cases.

Case 7 is a permutation. We will use the following easy sublemma.

Sublemma 6.3. Let m be a permutation of some nonempty finite set S. There
exists integer p > 0 such that for all a € S, we have 7~1(a) = 7P(a).

Proof of Sublemma 6.3. Let C be the set of positive integers such that k € C if
and only if 7 contains a cycle with k elements. Let p = (erc k) —1. Obviously,
for every a € S, we have 7P(a) = 7 !(a). &

Let w be the valuation such that for all ¢ € {1,...,m}, 7 € {1,...,n},
w(zij) = az-1(;);. By Sublemma 6.3, we can assume an integer p > 0 such that
for all i € {1,...,m}, we have 7~ 1(i) = nP(i). Consequently,

w(Tij) = Ar-1(31)j = rr(i);-

We show that w is well defined.
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1. Assume x;; = xp. By repeated application of Sublemma 6.1, we obtain
Arp(i)j = Qnp (k)L

2. Assume z;; is a constant. By repeated application of Sublemma 6.2, we
obtain ;j = azp(;);.

We show next that w(q’) C r, hence r = ¢'.

Since 7 is a permutation,

{1,....m} ={n(1),...,m(m)}.

Let i € {1,...,m}. It suffices to show that the fact

Sr)(W(Tr@)1)s - W(@r(iyn)

belongs to r. This is straightforward since

Sy W(@r(i)1)s - - s W(Tr(iyn)) = Sa(y(@it, - - - Qin),

and Sﬂ(i)(aih ..., Qi) belongs to r by definition.

Case 7 is not a permutation. Let u be the substitution such that for all z;;,
we have p(z5) = Tr3);-
We show that w is well defined.

1. Assume z;; = wge. By application of Sublemma 6.1, we obtain x(;); =

Lr(k)e:
2. Assume z;; is a constant. By application of Sublemma 6.2, we obtain
Lij = Tn(i)j-

Then u(q) € g, hence ¢ is not minimal, a contradiction. This concludes the proof
of Lemma 6.1. 0

Let ¢ be a unirelational Boolean conjunctive query referring to relation name
R. Lemma 6.1 only applies if ¢ is minimal and contains no two distinct atoms
that agree on all primary-key positions. We argue next that these restrictions
can be easily met.

For a given unirelational Boolean conjunctive query g with relation name R,
we can first chase ¢ by the primary key of R. See [1, p. 174] for a definition of
the chase. Two cases can occur:
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1. The chase attempts to equate two distinct constants. If this happens,
there exists no consistent database that satisfies g. For any uncertain
database db, the number of repairs satisfying ¢ is 0. For example, chasing
{R(z,a), R(x,b)} by the primary key of R will equate the distinct constants
a and b; obviously, no repair can satisfy this query.

2. The chase terminates with a query ¢’. Clearly, ¢’ contains no two distinct
atoms that agree on all primary-key positions (otherwise the chase could
be continued). By Proposition 8.4.2 in [1, p. 175], we know that ¢ and ¢
evaluate to the same truth value on any consistent database. Finally, by
Theorem 6.2.6 in 1, p. 119], we can compute a minimal Boolean conjunctive

" satisfies the

query ¢” C ¢ such that ¢” is equivalent to ¢’. Clearly, ¢
premise of Lemma 6.1 and for every uncertain database db, frset(db, q) =

frset(db, ¢").
Thus the following lemma holds.

Lemma 6.2. For every unirelational Boolean conjunctive query q with relation
name R, exactly one of the following statements is true, and it can be decided

which one is true:
1. for every uncertain database db, frset(db,q) = 0; or

2. there exists a computable unirelational Boolean conjunctive query q with
relation name R such that

o for every uncertain database db, frset(db, ¢') = frset(db, q); and

e ¢ is minimal and contains no two distinct atoms that agree on all
primary-key positions.

6.1.2 Tractability Results

Lemmas 6.3 and 6.5 of this section provide computation rules for rfrac(db, q)
where ¢ is a unirelational Boolean conjunctive query, and db is an uncertain
database. Lemma 6.3 provides a recursive rule that is the analogue of rule SE3 in
Function IsSafe (cf. Figure 4.3). The other recursive rules of Function IsSafe do
not carry over to conjunctive queries with self-joins. Instead, Lemma 6.5 provides
a new base rule whose proof makes use of the inclusion-exclusion principle.
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Lemma 6.3. Let g be a unirelational Boolean conjunctive query such that for
some atom F € q, for some variable x, key(F) = () and = € vars(F). Then, for

every uncertain database db,

rfrac(db, q¢) = Z rfrac(db, qjpsa)) -
ac€adom(db)
Proof. Obviously,
rset(db, q) = U rset(db, qjzy)) -
ccadom(db)

It suffices thus to show that for ¢1, co € adom(db) with ¢; # ca,
rset(db, gz c,1) N rset(db, qpzye,) = 0 (6.1)

Assume towards a contradiction some repair r of the uncertain database db such
that r € rset(db, q[zy,)) N rset(db, gzse,)). Assume without loss of generality
that F is of the form R(a,z,...). Then, R(d,ci,...), R(d,c2,...) € r, hence r
contains two distinct, key-equal facts, a contradiction. We conclude by contra-
diction that (6.1) holds. This concludes the proof of Lemma 6.3. O

Lemma 6.5 gives rise to a new rule. It uses the helping lemma Lemma 6.4.
Recall that if some atom F = R(Z,y1,...,y¢) of a Boolean conjunctive query ¢
does not belong to ¢’s complex part, then yi,...,y, are distinct variables that
have only one occurrence in ¢. Intuitively, such variables can be disregarded
when evaluating the query ¢, because they do not impose any join condition.
This intuition underlies the following helping lemma.

Lemma 6.4. Let q be a Boolean conjunctive query. Let db be an uncertain
database. Let ri, ro be two repairs of db. For every valuation 6 over vars([q]),
if r1 f= 0(q) and 0([q]) € ra, then ra = 0(q).

Proof. Let 6 be a valuation over vars([g]) such that r; = 6(q) and 0([¢q]) C ra.
Since r1 = 0(q), we can extend 6 to a valuation p1 over vars(q) such that pi(q) C
r;. Every atom F' € ¢\ [q] is of the form R(Z, yi,...,ys) where each y; is a
variable that occurs only once in ¢q. Let us be the extension of 6 such that for
every atom F' € ¢\ [¢], we have that us(F) is the fact of ry that is key-equal to
p1(F). Obviously, po is well defined and pa(q) C ro. It follows ra = 6(q). O
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Example 6.2. Consider the query

q={R(a,z,y,01),R(z,y,b,y),S(y,z,02)}.

Since 01 and o9 are orphan variables, [¢] = {R(z,y,b,vy)}. Let db be the following

database :
R|1 2 3 4
b d
a & 1 IS l 2 3
a b ¢ dy
b p c b dy
|2_2.¢ %, c b ds
b ¢ b c
b ¢ b d

Let r1 = {R(a,b,c,d1),R(b,c,b,c),S(c,b,ds)}. Let 6 be the valuation over
vars([¢]) such that 6(z) = b and 0(y) = c. Clearly, r1 = 0(q). Let ry be
a reapir such that 0([¢]) C ra (ie., R(b,c,b,c) € ro). It is easy to see that

ro = 0(q) = {R(a,b,c,01), R(b,c,b,c),S(c,b,04)}. <

Lemma 6.5. Let q be a unirelational Boolean conjunctive query with relation
name R. Let Q be a partition of q such that for all 0,p € Q,"

1. if o # p, then vars(o) Nvars(p) = 0; and
2. for all F,G € [p], key(F') = key(G).
Then, $CERTAINTY (q) is in FP.

Example 6.3. Let R be a relation name of signature [3, 2]. Let a, b be constants.
Let

g = {R(z,y,2),R(y,x,z2),R(a,zu), R(w,a,b)}
p1 = {R(z,y,2),R(y,x,z),R(a,z,u)}
P2 = {R(wvaab)}

We have [p1] = {R(z,y,2), R(y,z,2)}. It is now straightforward to verify that
Q = {p1,p2} is a partition of ¢ that satisfies the premise of Lemma 6.5. Conse-
quently, fCERTAINTY(g) is in FP. <

1@ is a partition of ¢ if the elements of Q are pairwise disjoint, nonempty subsets of g such
that Uper =gq.
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The following proof of Lemma 6.5 uses three sublemmas for readability rea-

s0ons.

Proof of Lemma 6.5. Let db be an uncertain database of R-facts that is the input
of {CERTAINTY(g). For every P C (), we define FALS(P) as follows:

FALS(P) := {r € rset(db) | Vp € P(r }~ p)}.

We will use the following sublemma.

Sublemma 6.4. J,o FALS({p}) = {r € rset(db) | r = g}.

Proof of Sublemma 6.4. Let r be an arbitrary repair of db.

Assume r € UpeQ FALS({p}). We can assume py € @ such that r €
FALS({po}). Then r [~ pg. Since pg C g, it follows r [~ q.

Assume r [~ ¢. By the first item in the statement of Lemma 6.5, we
can assume py € @ such that r = pg. Then r € FALS({po}). It follows r €
Upeq FALS({p}). This concludes the proof of Sublemma 6.4. <&

Let N = |rset(db)| and M = |{r € rset(db) | r |~ q}|. Then, firset(db,q) =
N — M. It suffices to show that M can be computed in polynomial time in the
size of db.

By Sublemma 6.4 and the inclusion-exclusion principle,

@
M:Z((—l)k_l Yy |FALS(P)|). (6.2)
k=1

PCQ,|P|=k

In the remainder, we show how to compute in polynomial time |FALS(P)| for
each nonempty subset P of Q).

We define o : 24P — 2@ such that for every subset dbg C db, the set o(dbyg)
contains p € @ if there exists a valuation 6 over vars(p) such that

1. 0([p]) € dby; and
2. O(p) is a consistent subset of db.

The second condition implies that some repair of db satisfies #(p). Obviously, o
is computable in polynomial time data complexity.
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Sublemma 6.5. Let P C Q. Let {db;,dbs,...,db,} be a partition of db such
that the following hold:

1. every block of db is entirely contained in some (unique) db; (1 <i < n);
and

2. for every p € P, for every valuation 0 over vars(p), if 0([p]) C db, then for
some 1 <i <mn, 6([p]) C db;.

Then,

IFALS(P)| = ﬁ [{r; € rset(db;) | o(r:) N P = 0}]. (6.3)
1=1

Proof of Sublemma 6.5. We first show that for every repair r of db,
r € FALS(P) < foreach 1 <i<n,o(rNndb;)NP =0. (6.4)

Let r be an arbitrary repair of db.

Proof by contraposition. Assume r ¢ FALS(P). We can assume pg € P
such that r = pp. Then we can assume a valuation € such that 6(pg) C r, hence
O([po]) C r. By the second item in the premise of Sublemma 6.5, there exists
1 < i < msuch that 6([po]) C db;. By the definition of o, we have py € o(rNdb;),
hence o(r Ndb;) N P # 0.

Proof by contraposition. Assume that for some 1 <i < n, o(rNdb;)N
P # (). We can assume py € P such that py € o(r N db;). By the definition of
o, we can assume a valuation 6 over vars(pg) such that 6([po]) € r N db; and
0(po) is a consistent subset of db. Consequently, #([po]) C r and we can assume
a repair ro of db such that 8(pg) C ro. Let 6 be the restriction of 6 to vars([po])-
From 6(pg) C ro, it follows rg = ' (po). From 6([po]) C r, it follows 6'([po]) C r.
From ro = ¢'(po) and 6'([po]) C r, it follows r = 6'(pg) by Lemma 6.4, hence
r = pp. Since r |= po, r & FALS(P). This concludes the proof of (6.4).

By the first item in the premise of Sublemma 6.5, every repair r of db can
be written as a disjoint union r = r{ Wry W - - Wr, where for every 1 < ¢ < n,
r; := r Ndb; is a repair of db,;. By (6.4), such a repair r belongs to FALS(P)
if and only if for 1 < i < n, o(r;) N P = (. Therefore, it is correct to conclude
(6.3). This terminates the proof of Sublemma 6.5 &
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For every P C @), we define the binary relation ~p on db as the transitive

closure of:
Fy ~p F5 if one of the following holds:

1. the facts I} and F> are key-equal; or

2. for some p € P, for some valuation 6 over vars(p), we have
F1,Fy, € 0([p]) < db.

Let P C (). The equivalence classes of ~p can be computed in polynomial
time, because for every p € P, there are at most polynomially many (in the size
of db) distinct valuations € : vars(p) — adom(db). The following sublemma
states that every equivalence class has at most polynomially many repairs.

Sublemma 6.6. Let P C Q. Let {dby,dbs,...,db,} be the partition of db
induced by ~p. For every 1 < i < n, frset(db;) is polynomially bounded in the
size of db.

Proof of Sublemma 6.6. Let 1 < ¢ < n. Let F' be an arbitrary fact of db;. We
show hereinafter that for every H € db;, if b is a constant that occurs at some
primary-key position in H, then either b occurs in q or b occurs at some primary-
key position in F' (or both).

Consequently, we can assume integer £, which does not depend on db, such
that the number of distinct blocks in db; is less than or equal to £. Then
frset(db;) is bounded by |db|’.

Let H € db;. Then, there exists a sequence F}, Fs, ..., F,, of facts in db;
such that Fy = F, F,,, = H, and for each j € {1,...,m —1}, one of the following
holds:

1. the facts F; and Fj11 are key-equal; or

2. for some p € P, for some valuation 6 over vars(p), we have Fj, Fj €
0([p]) € db.

It suffices to show that for every j € {1,...,m}, if b is a constant that occurs at
some primary-key position in F}, then either b occurs in g or b occurs at some
primary-key position in Fj (or both). The proof runs by induction on increasing
j. The desired result holds obviously for j = 1. For the induction step, j — j+1,
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let b be a constant such that b occurs at some primary-key position in Fj;q and

b does not occur in ¢q. Two cases can occur:

1. Fj and Fj 1 are key-equal. Clearly, b occurs at some primary-key position
n Fj.

2. There exists p € P and a valuation @ over vars(p) such that Fj, Fj11 €
6([p]) € db. We can assume Gi,G2 € [p] such that F; = 6(G1) and
Fj11 = 6(G2). Since b does not occur in ¢, we can assume z € key(Ga)
such that 6(xz) = b. From key(G1) = key(G2), it follows x € key(G1), hence
b occurs at some primary-key position in F}.

Since b occurs at some primary-key position in Fj, by the induction hypothe-
sis, b occurs at some primary-key position in Fj. This concludes the proof of
Sublemma 6.6. <&

By the definition of ~p, the set of equivalence classes of ~p satisfies the
first and the second item in Sublemma 6.5. By Sublemma 6.6, the righthand
expression in equation (6.3) can be computed in polynomial time. It follows that
the righthand expression in equation (6.2) can be computed in polynomial time.
This concludes the proof of Lemma 6.5. Ul

The following lemma does not play a part in the proof of Theorem 2.3. but
it provides another comparison (cf. Theorem 6.1) between unirelational Boolean
conjunctive queries and Boolean conjunctive queries without self-join in the com-
plexity of fCERTAINTY (q).

Proposition 6.1. Let q be a unirelational Boolean conjunctive query with relation
name R such that q satisfies the premise of Lemma 6.5. Let ¢' be the self-join-free
Boolean conjunctive query obtained from q by replacing each occurrence of R with
a new relation name of the same signature as R. Then, ¢’ is safe.

Proof. For instructive reasons, we first show that the statement holds under the
complexity-theoretic assumption FP £ #P and the syntactic assumptions that ¢
is minimal and contains no two atoms that agree on all primary-key positions.
Under these assumptions, assume towards a contradiction that ¢’ is unsafe. By
Lemma 6.1, fCERTAINTY(q) is P-hard. By Lemma 6.5, fCERTAINTY (¢) is in
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FP. This leads to the conclusion FP = {P, contradicting our hypothesis that
these complexity classes are distinct.

We next provide a proof that makes no complexity-theoretic or syntactic
assumptions. By the premise of Lemma 6.5, there exists some partition @ =
{p1,...,pe} such that ¢ = py WpoW---Wp and if i # j, then p; and p; have
no variables in common. Furthermore, for each i, any two atoms of [p;] have
exactly the same variables at primary-key positions. For each 4, let p/ denote
the set obtained from p; by replacing each occurrence of R with a new relation
name. We can assume without loss of generality that ¢’ = p} Wph W - & pj.
We need to show that Function IsSafe returns true on input ¢’. By repeated
application of rule SE1, Function IsSafe returns true on input ¢ if and only if
for each 1 <4 < ¢, Function IsSafe returns true on input p/.

Let i € {1,...,¢}. Tt suffices to show that Function IsSafe returns true
on input p;. This is obvious if [p)] = ( because of rule SEOb. Assume next
[pi] # 0. We can assume a vector @ of distinct variables such that for every
F € [pl], key(F) = vars(Z). Assume Z is not empty (the case where 7 is empty
is even simpler). By repeated application of SE2, Function IsSafe returns true

on input p) if and only if Function IsSafe returns true on input p) where

[Z—a]

d = {(a,...,a). Notice that in p;[ no primary-key position is occupied by a

T—a)’
variable. Tt is clear that Function IsSafe returns true on input p) [Fd] after zero

or more applications of rules SE3, SE1, and SEOa. This concludes the proof. [

We point out that the lemmas in this section are not sufficient to estab-
lish the (in)tractability of each problem §CERTAINTY(q) where ¢ is a unirela-
tional Boolean conjunctive query. Consider the minimal query ¢ = {R(z,y,a),
R(z,x,a)}, where a is a constant. Since the query {S(z,y,a), T'(z,2,a)} is safe,

Lemma 6.1 provides no information on the complexity of {CERTAINTY(g). Fur-
ther, ¢ does not satisfy the premises of Lemmas 6.3 and 6.5.

6.2 Encoding Multiple Relations in a Single Relation

The results in Section 6.1 assume a single relation name denoted R. This as-
sumption is not severe, because it is easy to encode multiple relations into a
single relation. Although the following definition is somewhat technical, the idea
is simple and illustrated by Fig. 6.1, which shows how to encode two relations
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N|1l 2 3 45
R[1 23 S[1 23 Rab coO
a b c a b c R a b d 0
a b e [ ¢ S a 0 b ¢
S e 0 f ¢

Figure 6.1: The relations R and S are encoded in N. The signatures of R, S,
and N are [3,2], [3,1], and [5, 3] respectively. The leftmost position of N is used
for tagging tuples with their relation of origin. The symbol 0 is used for padding.

R and S with different signatures in one relation N. The R-fact R(a,b,c) is
encoded as N(R,a,b,c,0), and the S-fact S(a,b,c) is encoded as N(S,qa,0,b,c).
The leftmost position in IV is used for storing the original relation of the encoded
fact; the encoding preserves primary-key positions; extra positions are padded
with 0’s. The encoding naturally extends to conjunctive queries.

Definition 6.2. Let S be a database schema (i.e., a finite set of relation names).
Let ¢ and m be the smallest integers such that for every relation name R € S, if
R has signature [n, k], then k¥ < ¢ and n — k < m.

Let N be a relation name of signature [¢ +m + 1,¢ + 1] such that N ¢ S.
Let 0 be a constant, arbitrarily picked in the set of constants. For every relation
name R in S, for every R-atom F' = R(s1,..., S, t1,...,t;), we define

encs(F) = N(R,81,...,80,t1,.,tm),

where sp41 = --- =5 =0 =1t;11 = --- = t, i.e., extra positions are padded
with 0’s.

The function encg naturally extends to sets. Let A be a finite set of atoms
using only the relation names in S. Typically, A will be a Boolean conjunctive
query or a set of facts. We define encg(A) = {encg(F) | F € A}. q

The following lemmas are fairly straightforward.

Lemma 6.6. Let S be a database schema. Let F,G be atoms whose relation

names belong to S. Then,
1. F =G iff encs(F) = encg(G).

2. F and G are key-equal facts iff encg(F) and encg(G) are key-equal facts.
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Lemma 6.7. Let S be a database schema. Let q be a Boolean conjunctive query
using only the relation names in S. Then, the problems §CERTAINTY(q) and
#CERTAINTY (encs(q)) are equivalent under polynomial-time many-one reduc-

tions.

Proof. In the first part of the proof, we will show a polynomial-time many-one
reduction from §CERTAINTY(q) to fCERTAINTY (encs(q)). Let db be an uncer-
tain database using only relation names in S (it is trivial to extend the proof
to deal with relation names outside S), which is an instance of fCERTAINTY (q).
We will show

frset(db, q) = frset(encg(db), encg(q)).

Since encg(db) can be computed in polynomial time, this suffices to conclude
that {CERTAINTY(gq) can be polynomially reduced to fCERTAINTY (encg(q))-

From Lemma 6.6, it follows rset(encg(db)) = {encg(r) | r € rset(db)} and
frset(encg(db)) = frset(db). Consequently, it is sufficient to show that for every
repair r of db,

r =q <= encg(r) = encg(q).

Let r be a repair of db. Clearly, vars(q) = vars(encg(q)).

Assume r = q. We can assume a valuation 6 over vars(q) such that
0(q) C r, hence encg(f(q)) C encg(r). It suffices to show 6(encg(q)) C encg(r).
To this extent, let F' be an arbitrary atom of ¢. It suffices to show 6(encg(F)) €
encg(r). From encg(6(q)) C encg(r), it follows encg(6(F')) € encg(r). Since the
equality encg(0(F')) = O(encg(F)) is obvious, it follows f(encg(F')) € encg(r).

Assume encg(r) = encg(q). We can assume a valuation 6 over vars(q)
such that 6(encg(q)) C encg(r). It suffices to show 0(q) C r. To this extent, let
F be an arbitrary atom of ¢. It suffices to show §(F) € r. From 6(encg(q)) C
encg(r), it follows 6(encg(F)) € encg(r). Since f(encg(F)) = encg(O(F)) is
obvious, it follows encg(6(F')) € encg(r). We can assume a fact G € r such that
encg(0(F')) = encg(G). By Lemma 6.6, 6(F) = G, hence 8(F) € r

In the second part of the proof, we show a polynomial-time many-one re-
duction from the problem §CERTAINTY (encs(q)) to fCERTAINTY(g). Let N
be the relation name such that all atoms in encg(q) are N-atoms. Assume
that the arity of IV is n. Let db be a database of N-facts. Let dbg be the
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subset of db containing each fact N(R,si,...,s,—1) such that R is a rela-
tion name in S. We can compute in polynomial time the (unique) database
db{, with schema S such that encg(dbf) = dbg. From the first part of the
proof, it follows rfrac(dbg, encs(q)) = rfrac(dby, q). From the obvious observa-
tion that rfrac(db, encg(q)) = rfrac(dbyg, encs(q)), it follows rfrac(db, encg(q)) =
rfrac(dby, ¢). This concludes the proof. O

6.3 A Complexity Dichotomy

Recall that a relation name R is simple-key if its primary key is a singleton (i.e.,
if R’s signature is [n, 1] for some n). In this section, we use the tool lemmas of
Section 6.1 to prove a complexity dichotomy in the class containing all problems
fCERTAINTY (q) where ¢ is a Boolean conjunctive query in which all relation
names are simple-key.

If we use the encoding of Section 6.2 to store multiple simple-key relations
in a single relation N, then the signature of N will be [n, 2] for some n, where
the leftmost position of IV is used for storing relation names. This leads to the
following definition.

Definition 6.3. We define B as the class of all problems §CERTAINTY (q) where
q is a unirelational Boolean conjunctive query whose relation name has signature
[n,2] (for some n > 2) such that for every F' € ¢, the first position of F' is a
constant. N

Lemma 6.8. The class B exhibits an effective FP-{P-dichotomy.

Proof. Let q be a Boolean conjunctive query such that {CERTAINTY(q) is in B.
By Lemma 6.2, two cases can occur, and it is decidable which case applies:

1. for every uncertain database db, frset(db, q) = 0; or

2. there exists a computable unirelational Boolean conjunctive query g, using

the same relation name as ¢ such that

e for every uncertain database db, frset(db, g,,) = frset(db, ¢); and

® ¢, satisfies the premise of Lemma 6.1.
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Function IsEasy(q) Determine whether the problem #$CERTAINTY(q),
which belongs to the class B, is easy

Input: ¢ is a minimal unirelational Boolean conjunctive query with
relation name R of some signature [n, 2] such that (i) for every
R(s1,52,83,...,58,) in g, it is the case that s; is a constant; and
(i) no two distinct atoms of ¢ agree on both primary-key positions.

Result: Boolean in {true, false}.

begin

if q satisfies the premise of Lemma 6.5 then

t return true;

/* a is an arbitrary constant */
if there exists F' € q such that key(F) = () # vars(F) then

select F' € ¢ such that key(F) = () # vars(F);

select = € vars(F);

return /sEasy(qu—q));

if none of the above then

t return false;
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If the first case applies, {CERTAINTY(g) is in constant time data complexity. In
what follows, we assume that the second case applies.

Let dbg be any database whose active domain is the singleton {a}. In the
following computation, only the active domain matters, while the input dbyg is
immaterial. Start computing rfrac(gm,,dbg) by recursively applying Lemma 6.3
as long as possible. In this way, since every sum ranges over the singleton {a}, we
obtain a query ¢ such that rfrac(g,,,dbg) = rfrac(g, dbg) and g does not satisfy
the premise of Lemma 6.3. That is, for every atom F € g, either key(F) # ()
or vars(F) = (). We show hereinafter that if the query § satisfies the premise of
Lemma 6.5, then fCERTAINTY(q) is in FP; otherwise fCERTAINTY (q) is #P-
hard.

For readability, the function IsEasy encodes the computation described in the
previous paragraph. The function will always terminate with either true or false.
The remainder of the proof actually shows the following: if IsEasy terminates with
true on input ¢, then §CERTAINTY(q) is in FP; otherwise fCERTAINTY(q) is
fP-hard.

First assume that the query ¢ satisfies the premise of Lemma 6.5. For ev-
ery uncertain database db, we can compute rfrac(db, q) as before by repeated
application of Lemmas 6.3 and 6.5. The only difference is that the sum in the
application of Lemma 6.3 now ranges over adom(db) instead of the singleton
{a}. However, since |adom(db)| is polynomially bounded in the size of db, the
computation will terminate after a number of steps that is polynomial in the size
of db.

Assume next that the query q does not satisfy the premise of Lemma 6.5.
Define the binary relation ~ on ¢ as the transitive closure of: F' ~ G if vars(F') N
vars(G) # 0. Let @ be the partition of ¢ induced by ~. By the hypothesis
that ¢ does not satisfy the premise of Lemma 6.5, it must be the case that for
some element p € Q, [p] contains two atoms R(a,z,%) and R(b,y, W) where x
and y are distinct variables. Let ¢/, be the query obtained from g, by replacing
each occurrence of R with a new relation name. It can now be easily shown that
Function IsSafe will return false on input ¢/,,. Thus, ¢/, is unsafe. By Lemma 6.1,
$CERTAINTY (gy,) is fP-hard. It follows that CERTAINTY (q) is P-hard. This
concludes the proof. O

The complexity dichotomy stated is Theorem 2.3 can now be proved.



6.3. A Complexity Dichotomy 97

Proof of Theorem 2.3. Let q be a Boolean conjunctive query in which all relation
names are simple-key. Let S the set of relation names in ¢. Let ¢’ = encg(q),
which was defined in Definition 6.2. Since every relation name in ¢ is simple-
key, it follows that fCERTAINTY(¢') belongs to B. By Lemma 6.8, the problem
fCERTAINTY(¢’) is either in FP or §P-hard, and it is decidable which of the two
cases applies. By Lemma 6.7, if {CERTAINTY(¢') is in FP, then {CERTAINTY(q)
is in FP; and if {CERTAINTY(¢) is #P-hard, then {CERTAINTY(q) is fP-hard.
This concludes the proof. ]
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Conclusion

For databases that are inconsistent with respect to primary key constraints, we
moved from the yes-no question “Do all repairs satisfy Boolean conjunctive query
q?” toward the counting question “How many repairs satisfy ¢7”. In a first phase,
our study has revealed a significant complexity dichotomy (Theorem 2.1). A
similar dichotomy was established for probabilistic databases by Dalvi et al. [15,
14], who showed that evaluating a Boolean self-join-free conjunctive query on
block-independent-disjoint probabilistic databases is in polynomial time or §P-
hard. The dichotomies differ in the following respect :

e The data models are different. If an uncertain database db contains a
block B of cardinality n, then for every tuple ¢t € B, the fraction of repairs
containing ¢ is exactly 1/n. On the other hand, in probabilistic databases,
distinct tuples of the same block do not need to have the same probability
and the sum of the probabilities in a block can be strictly less than 1.

e The dichotomy boundaries are different. For example, the complexity of
evaluating the Boolean query qo = Jx3y (R(g, y) A S(g)) on a probabilis-
tic database is fP-hard [14], whereas fCERTAINTY(q) is tractable in our

framework.

Our proofs are nevertheless inspired by the techniques developed in [15, 14], but
the particularities of our data model (cf. first item above) required significant
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modifications to these techniques. For example, our set of rewrite rules (see
Figure 4.5) is considerably more involved than the one presented in Dalvi et
al. [15, 14].

In a second phase, we generalized our results by allowing multiplicities. In the
multibases model, each database fact g has a multiplicity, indicating how often
g occurs in the database. We have argued that multiplicities may be useful in
practice.

For a Boolean query g, the problem o CERTAINTY(g) asks the weighted num-
ber of repairs (or possible worlds) in which ¢ evaluates to true. We have given
a syntactic characterization of the self-join-free conjunctive queries ¢ for which
oCERTAINTY(g) can be solved in polynomial time (data complexity). This char-
acterization led to the complexity dichotomy of Theorem 2.2.

In a last phase, we investigated a class of queries containing self-joins. In
such a query, two atoms can share the same relation name. Most properties
proved for SIFBCQ queries are no longer valid for Boolean conjunctive queries
with self-joins. A relation name is simple-key if its primary key consists of a single
attribute. Theorem 2.3 establishes that for every Boolean conjunctive query ¢
(possibly with self-joins) in which all relation names are simple-key, the counting
problem CERTAINTY(q) is either in FP or fP-hard (and in P by Theorem 4.2),
and it is decidable which of the two cases applies.

Unlike Theorem 2.1, the complexity dichotomy of Theorem 2.3 does not cor-
respond to any known result in BID probabilistic databases. In fact, complexity
dichotomies for conjunctive queries with self-joins have so far only be studied for
tuple-independent probabilistic databases [16]. It is an open issue to carry over
this dichotomy from uncertain databases to BID probabilistic databases.

It is an open conjecture that for every Boolean conjunctive query ¢ (without
any restrictions concerning self-joins or cardinalities of primary keys), the prob-
lem §CERTAINTY(q) is either in FP or #P-hard, and it is decidable which of the
two cases applies. To those who want to tackle this conjecture, we point out that
our tool lemmas in Section 6.1 impose no restriction on the signatures of relation
names, and also apply to Boolean conjunctive queries containing relation names
that are not simple-key. Nevertheless, we are also aware that our tool lemmas,
despite their power, are still insufficient to solve this conjecture.
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